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ABSTRACT
The explosion in the sheer magnitude and complexity of unstructured data in recent
years brings enormous potential for developing advanced techniques for financial analysis. While classical approaches have framed the financial forecasting task as a timeseries prediction one – using historical pricing as a guide to future financial forecasting
– recent advances in Natural Language Processing (NLP) have seen researchers turn to
complementary sources of data, such as analyst reports, social media, and even audio data
obtained from the earnings call. We develop novel deep learning and explainable artificial
intelligence (XAI) methodologies for financial applications throughout this thesis, including stock return prediction, financial risk forecasting, mergers and acquisitions prediction,
and financial sentiment analysis.
We demonstrate the success of deep learning methods in modeling unstructured data for
financial applications, including explainable deep learning models, multi-modal multitask learning frameworks, and counterfactual generation systems for explanations and data
augmentations. In particular, we first propose explainable deep learning models based on
unstructured data for stock price predictions. Secondly, we propose a novel hierarchical
transformer-based multi-task learning framework that can process long-form multi-modal
earnings call data with a better numeral understanding ability and build a larger benchmark dataset. Thirdly, we uncover the ‘spurious patterns’ problem between input text and
labels existing in current models for financial text classification tasks by generating posthoc counterfactual explanations and propose an adversarial training method to mitigate
them. Finally, we go deeper to generate counterfactuals automatically for use as augmented data to eliminate the ‘spurious patterns’ problem and improve the robustness of neural
classifiers for the (financial) sentiment analysis problem.
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CHAPTER

ONE

Introduction
Financial analysis has been an appealing research topic for a long time. It can be traced
back to the Keynes Beauty Theory (Keynes, 1937) when they studied uncertainties in the
financial domain. Following Keynes (1937), the Efficient Market Hypothesis proposed
by Fama (1965) states that the price of a financial asset is driven by all the observable
information about this asset. According to this hypothesis, the market will immediately
react to new information and adjust to a new price in an ideal world. However, not all
financial markets are perfect; financial institutes and retail investors take advantage of
automatic algorithms to exploit the market’s inefficiency and to achieve a competitive
advantage in their investment.
To a large extent, past research efforts of financial analysis have focused on the use of
time-series modeling and prediction techniques using historical pricing data (Moskowitz
et al., 2012; Kristjanpoller et al., 2014; Manela and Moreira, 2017; Zheng et al., 2019;
Pitkäjärvi et al., 2020). However, Elliott (1998) predicts that by the end of the 20th century, the importance of unstructured data in financial decision-making would far exceed
that of structured data. The last two decades have witnessed rapid expansion in the volume
of unstructured data available to the public (Antweiler and Frank, 2004; Tetlock, 2007).
Consequently, the past decade has observed a substantial increase in the number of research articles focusing on financial applications by using Natural Language Processing
techniques (NLP) (Xing et al., 2018b). The booming growth of this field is mainly due
to two recent efforts: the revolution of NLP techniques with the advent of large-scale,
pre-trained language models (such as BERT (Jin et al., 2020a)) and the explosion of unstructured data.
With recent advances in NLP and the explosion of unstructured data in finance, it has become possible to harness novel sources of data – from textual data in the form of financial
news and financial reports to real-time social media – for benefiting financial applications.
Of particular relevance to this thesis are the multi-modal earnings call data (Wang and
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Hua, 2014; Qin and Yang, 2019; Kimbrough, 2005) that typically accompany the earnings
reports of publicly traded companies, financial news (Ding et al., 2014, 2015; Zhang et al.,
2018a), financial reports (Hoberg and Phillips, 2016; Rekabsaz et al., 2017; Kogan et al.,
2009a) and social media (Xu and Cohen, 2018; Bollen et al., 2011; Oliveira et al., 2017;
Li et al., 2019). This thesis focuses on leveraging deep learning approaches and various
unstructured data resources to improve the performance of several financial applications.

1.1

Overview

The main hypothesis of this thesis is the following principle:
Despite the complexity of unstructured data, including text information and audio recordings, deep neural network approaches are capable of uncovering important features from
such data, which in turn improves the performance of financial analysis tasks.
Utilizing unstructured information (mainly textual data) to improve the modeling of financial market dynamics has been adopted in the financial research field since 2010. In the
first decade of this century, the results achieved in early financial studies (Antweiler and
Frank, 2004; Loughran and McDonald, 2011) indicate that negative word classifications
can be effective in measuring the tone of a text, as reflected in a significant correlation with
other financial variables. Alternatively, to represent financial textual data as features that
the computer can process, most textual analyses in previous finance research apply the
“bag-of-words” method (Tetlock, 2007; Tetlock et al., 2008) where a document is summarized by the set of words with their appearance frequency. However, such a superficial
analysis is fragile and limited to the simple sentiment tasks they have been designed for.
Recent advances in NLP have seen researchers turn their attention to leverage complementary sources of text data with the help of complex models to help analysts make decisions
in the financial market. Although computational research in the domains of business and
economics has completely been revolutionized with the advent of pre-trained language
models, existing methodologies still manifest several limitations:
1. The financial market is a highly sensitive domain, so that any decision making
should rely on explainable and robust models. Current models, however, are sensitive to adversarial examples and lack transparency.
2. Financial investment is inherently associated with risk, but the importance of financial risk forecasting has been largely ignored in past deep learning-based works.
3. Although deep neural models have recently made remarkable advances on a wide
2

range of financial applications in experimental settings, their deployment still encounters significant challenges in the real world.
Despite concerns over the reliance of machine learning systems on so-called spurious patterns, these limitations still obstruct the deployment of current deep learning approaches
in real-world scenarios, especially for the high-risk financial domain. Current models lack
enough generalization ability when predicting the Out-Of-Distribution (OOD) financial
outcomes that is often related to spurious patterns (artefact) problems. We made specific
contributions for addressing these challenges: (1) Using unstructured data for stock price
prediction; (2) Multi-modal earnings call data for financial forecasting; (3) Counterfactuals for explanations and data augmentations.

1.2

Using Unstructured Data for Stock Price Prediction

Forecasting stock prices is a challenging problem due to the highly stochastic nature of
the market and the vast array of events that can influence asset prices. Meanwhile, it has
proven to be an attractive target for deep learning research because of the potential for
even modest levels of prediction accuracy could deliver a significant benefit.

1.2.1

Motivation

Over the last 20 years, the statistical NLP approach (Manning and Schutze, 1999) has
become commonplace, which uses mathematical models to learn rules from data automatically in many language understanding tasks. Unfortunately, little effort has been made
before to explore the usage of genuine unstructured data to predict the stock market based
on the deep learning-based models before 2014 (Ding et al., 2014). From then on, deep
neural networks have been increasingly adopted for financial applications since they do not
need human work to generate features and have a solid ability to fit training data. However, current “black-box” deep learning methods lack interpretability, which prevents their
widespread adoption.

1.2.2

Research Objectives

In this part, we intend to develop reliable systems that can leverage text data in financial
documents to extract important patterns for enhancing the current price-based methods in
stock price predictions. We identify two desiderata that need to be addressed in this part:
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1. Improving the interpretability: The existing explanation methods for deep learning approaches only work well on tasks, where the human can give the golden label
without any domain expert knowledge. In contrast, financial analysis could be a
different task to explain due to its professionalism. The pre-hoc, attention-based
explanation methods could be adjusted for financial applications by leveraging the
domain-related knowledge graph (§3) 1 .
2. Combining traditional financial analysis and deep learning approaches: Previous works of financial applications mainly focus on proving the significant efficacy
of financial indexes when it comes to identifying similar patterns as the basis for
a future prediction. At the same time, deep learning has a powerful ability of nonlinear fitting. The proposed model is expected to absorb the advantages of both fields
(§4).

1.3

Multi-modal Earnings Call Data for Financial Forecasting

The second part will leverage not only the textual information, but also vocal features extracted from the earnings call data for financial forecasting tasks. In contrast to using only
textual information, multi-modal data used in this part brings new opportunities, along
with several challenges. A novel framework that can harness the long-form, multi-modal
(text-audio paired) earnings call data is desired to tackle this challenge.

1.3.1

Motivation

Numerous previous works (Si et al., 2013; Wei et al., 2016; Xu and Cohen, 2018; Chen
et al., 2019b; Feng et al., 2018) focus on Twitter data towards financial forecasting problems because the semantics conveyed in a restricted character length is simple to analyze.
As time goes by, researchers find that the opinions of professionals can provide more
rationale behind their viewpoints compared to the amateur opinions on Twitter (Chen et al.,
2021a). Data sources vary from financial news (Ding et al., 2015; Hu et al., 2018a; Yang
et al., 2018), to 10-K and 10-Q report (Kraus and Feuerriegel, 2017; Araci, 2019), and
even multi-modal earnings conference calls (Qin and Yang, 2019; Yang et al., 2020b).
Although professional financial documents usually contain longer sequences, previous
Transformer-based models can only process text-only data within 512 tokens, and in this
1

(§) is short for Chapter.
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regard, a model that can deal with long-form sequences is urgently needed. Meanwhile,
the multi-modal earnings call data is relatively less explored for financial forecasting problems, which needs more research effort. Finally, the importance of financial risk forecasting has been largely ignored in past deep learning-based works.

1.3.2

Research Objectives

In Part 2, we focus on leveraging the multi-media, long-form, professional financial data
– namely text-audio aligned earnings conference calls – for financial forecasting tasks, including volatility predictions and trading strategies construction. We layout four desiderata
that could be addressed with the methods proposed in this part:
1. Effective long document modeling: The prediction model designed for processing
the professional financial documents should have the ability to encode long-form
financial documents (§5). Since the current benchmark dataset of earnings calls is
too tiny, a large-scale, multi-modal aligned dataset is required (§6).
2. Multi-task learning: Multi-task learning is a natural fit in the financial forecasting
task, where we are interested in obtaining predictions for multiple financial indicators at once (§5, §6). However, little to no previous works have explored using
multi-task learning to tackle financial forecasting problems.
3. Multimodal learning: There is anecdotal evidence that CEO’s vocal features, such
as emotions and voice tones, can reveal the firm’s performance in traditional financial studies. However, how vocal features can predict financial risk has been rarely
explored in previous studies (§5, §6).
4. Numeral Understanding: Numbers are typically treated plain-text tokens without
taking advantage of their underlying numeric structure in current deep learning
methods. It starkly contrasts with the consensus that numbers are represented differently from words. Numeral understanding is crucial since massive numbers are
usually stored in a financial document and important for financial forecasting (§6).

1.4

Counterfactuals for Explanation and Data Augmentation

Given the high-risk nature of the financial analysis, we conclude two of the most significant
challenges that have been ignored in the previous research: transparency and robustness
5

because most common deep learning approaches suffer from the “black-box” problem. At
the same time, high-value investment decisions demand a reasonable level of interpretability if investors choose to trust the predictions that come from a “black-box” system.

1.4.1

Motivation

To increase the transparency and robustness of statistical ML models, we focus on introducing the idea of counterfactual into financial applications in this part. Counterfactual
explanations are renowned for their explanatory ability in AI systems (Wachter et al.,
2017); specifically, they offer the ability to explain models without having to “open the
black-box” (Grath et al., 2018), by conveying causal information about what contributed
to a given classifier.
In addition, whether the automatically generated counterfactual can be used for data augmentation to build more robust models, which has not been considered by the previous
methods in eXplainable Artificial Intelligence (XAI) (Pedreschi et al., 2019; Slack et al.,
2020b; Yang et al., 2020e).

1.4.2

Research Objectives

Given the plethora of languages, domains, and conditions in the real-world financial market, manually explaining and annotating examples for every task is simply infeasible. We
layout two desiderata about generating post-hoc explanations automatically that could be
addressed by the methods proposed in this part:
1. Plausible counterfactual explanations in finance: Counterfactual explanations
have been originally leveraged in the domain of computer vision. Previous works
make attempt to use counterfactual explanations in a loan application scenario based
on structured features (Grath et al., 2018). Nevertheless there is still room for using the counterfactuals to explain the unstructured text classification problems in the
financial domain (§7).
2. Out-of-distribution generalization : Indeed, recent deep neural networks have
achieved remarkable successes on text-based, and even multi-modal data (Qin and
Yang, 2019; Yang et al., 2020b; Sawhney et al., 2020a). Recent studies (Jia and Liang, 2017; Srivastava et al., 2020; Kaushik et al., 2020a), however, uncover that
current statistical Machine Learning (ML) models tend to conform to the spurious patterns (artefacts) they have been trained on and are fragile when conditions
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change. Nevertheless, the performance of ML models should be stable and generalizable across a wide range of conditions. The generalization ability of deep learning
models towards out-of-domain data will be crucial in a real-world application and
needs to be improved (§8).

1.5

Contributions

In this section, we demonstrate the key contributions of each part throughout this thesis in
detail.

Unstructured Data for Stock Prediction In the first part of this thesis, we focus on
two traditional financial forecasting tasks: (1) Stock movement prediction (§3); (2) Stock
return forecasting (§4); which can be shaped as a binary classification and a regression
problem from a machine learning perspective, respectively.
We first leverage a dual-level attention-based GRU network to predict the stock movement
evaluated on the financial news data, and our results have outperformed all baselines.
Then, we incorporate the semantic information extracted from the pre-trained language
model with the traditional FEARs Index for the weekly stock return forecasting task. We
build the first sentiment-injected FEARs index by leveraging BERT, and the performance
has been improved significantly compared to several classical methods.
The followings are our key contributions in this part of the thesis:
• we reveal the fragility of the current black-box deep learning approaches in the task
of financial analysis, especially for financial forecast, by conducting the online test
for previous works. (§3, 4)
• we leverage the dual-attention mechanism with the knowledge graph to explain the
stock movement prediction results. (§3)
• we combine the traditional financial index with a pre-trained language model to
incorporate the semantic information into the traditional financial analysis, aiming
to improve the stock return forecasting performance. (§4)

Multi-modal Earnings Call Data for Financial Forecasting While the aim of (§5) is
to predict financial risk solely, the objective of (§6) is to forecast both stock return and
financial risk simultaneously. We list the key contributions of Part 2 below:
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• we analyze the theoretical limitations of Transformer-based models for encoding the
long text sequences and the multi-modal information. (§5)
• we propose a novel hierarchical transformer-based multi-modal multi-task learning
paradigm (HTML) for predicting financial indicators simultaneously and provide
evidence of the effectiveness of using text-audio paired information as data resources
for financial analysis. (§5, §6)
• we build and open-source a large-scale, text-audio aligned earnings conference call
dataset for financial analysis. (§6)
• we improve the numeral understanding ability of current language models (NumHTML) and evaluate their performance by the profits gained on a trading simulation
task. (§6)

Counterfactuals for Explanation and Data Augmentation Part 3 of this thesis proposes two models that can statistically outperform the previous state-of-the-art methods in
prediction accuracy. We demonstrate how to build explainable and robust Deep Learning
(DL) models by generating counterfactual explanations automatically (§7) and exploring
whether the generated counterfactuals can be used for the data augmentation (§8).
In terms of key contributions in Part 3,
• we introduce the plausible counterfactual explanation to the financial text classification problems, which largely enhance the grammar of current counterfactual generation methods. (§7)
• we propose a novel financial event prediction task – predicting whether a merger
and acquisition deal can succeed – and explain how the deep learning approach
outperforms humans by using counterfactual explanations. (§7)
• we uncover a worrisome problem called ‘spurious patterns (artifacts)’ that seriously
obstruct the deployment of deep learning approaches in high-risk domains, such as
finance – the main focus in this thesis. (§8)
• we propose a novel automatic counterfactual data augmentation pipeline to improve
the model’s robustness toward spurious patterns, and the results of our automatic
method even outperform the previous human-in-the-loop methods. (§8)

8

Figure 1.1: The outline of the rest of this thesis.

1.6

Thesis Outline

In Chapter 2, we provide an overview of the background knowledge required to understand
the content of this thesis and related works.
We show the connections among following chapters and the outline of the rest of this thesis
in Figure 1.1. The following technical chapters focus on different research questions. We
will present a novel approach in each Chapter, which can statically outperform previous
state-of-the-art machine learning and deep learning models evaluated on benchmark datasets. Chapter 9 finally provides a summary of our findings and discuss potential future
research directions.
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CHAPTER

TWO

Deep Learning for Financial Applications
The organization of this chapter is shown in Figure 2.1. This chapter first provides background knowledge of natural language processing from a deep learning perspective to set
the stage for the subsequent technical chapters. Then, we demonstrate how to introduce
the recent breakthrough in Natural Language Processing (NLP) – transfer learning – to
the financial analysis that has been frequently adopted in the technical chapters. Third,
we introduce the usage of XAI (eXplainable Artificial Intelligence) relevant to this thesis.
Finally, we will give a literature review relevant to this thesis.

2.1

Deep Learning for Natural Language Processing

NLP techniques undoubtedly play a crucial role throughout this thesis since we focus
on leveraging unstructured information for financial analysis. From a machine learning
perspective, each input in a given NLP problem is typically represented as a vector x ∈ Rd
of d features, where each feature contains the value for a particular attribute of the data.
Each example is assumed to be drawn independently from the data generating distribution
p̂data . An entire set of texts will be seen as a matrix X ∈ Rn×d containing n instances.
In order to produce such kinds of vectors in the natural language processing tasks, the first
step is to model the token-level text mathematically. The earliest and most straightforward
method is ‘one-hot’ representation, which only records the word that appears in a sentence
and leads to large and sparse feature vectors. Then, the text will be represented as a ‘bagof-words’ (BOW) corresponding with the number of word occurrences. The frequency
of each word may be weighted with term Term Frequency-Inverse Document Frequency
(TF-IDF), which reflects the importance of a word in a corpus. Because the dependencies between tokens are ignored in the BOW method, researchers turn their attention to
use probabilistic models for representing the text sequence. All probabilistic models can
be seen as computational methods to reduce data sparseness. The earliest probabilistic
10

Figure 2.1: The pipeline of Chapter 2, including the background of deep learning for
financial applications and related works.
method adopted in NLP can be traced back to Hinton et al. (1986). However, due to the
limitation of computing resources, the probabilistic methods for learning word representations encounter contempt for a long time until the work of Mikolov et al. (2013), which
can be seen as the milestone contribution for computational linguistic.

2.1.1

Pre-trained Word Embeddings

In many scenarios throughout this thesis, we will rely on the probabilistic methods so
called language modelings that can map a sequence of words to a corresponding sequence
of vectors, so-called ‘word embeddings’, by encoding its meanings to a dense vector space.
Such vectors can be randomly initialized and then tuned along with the parameters of the
deep learning approach during the training phase. Nevertheless, a better encoding method
is to pre-train word embeddings over a large-scale raw text.
Pretraining allows the neural networks to transfer more general language features and
knowledge from the large generic datasets to the specific down-streaming task to initialize
text representations better. Various pretraining extensions to the basic word2vec methods (Mikolov et al., 2013) have been proposed in recent years. The representative works
include GloVe (Pennington et al., 2014), and Embeddings from Language Models representation (ELMO) (Peters et al., 2018). However, all pre-trained word embedding models,
including word2vec, GloVe, and ELMO, are trained in a context-independent way.
In fact, the pre-trained word embedding models before the ground-breaking work ‘BERT
(Devlin et al., 2018)’ are all context-independent. In particular, word2vec and GloVe assign the same pre-trained vector to the same word regardless of the word’s context (if
any). However, such context-independent representations have apparent limitations due
to the abundance of polysemous words and the complexity of semantics in natural language. For example, in the sentence ‘You can open a bank account on the river bank.’,
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the word ‘bank’ in contexts ‘a bank account’ and contexts ‘the river bank’ has different
meanings. Thus, the same word should be assigned different representations depending on
contexts for probabilistic language models. This assumption motivates the development
of context-sensitive pretraining methods, where representations of words depend on their
surroundings.
The work of Vaswani et al. (2017) motivates the following work (Devlin et al., 2018;
Radford et al., 2018), which introduce a novel idea involving pretraining and fine-tuning
the parameters by jointly estimating task-specific parameters for downstream tasks. However, Devlin et al. (2018) argue that the unidirectional GPT model proposed by Radford
et al. (2018) restrict the power of pre-trained word representations since we risk omitting the bidirectional information that may help understand the natural language. Hence,
Devlin et al. (2018) propose a bidirectional version of the pre-trained language model
called BERT, which can be seen as a milestone technique in NLP in terms of their significantly improved performance in many downstream tasks.

2.1.2

Usage of Word Embeddings in Finance

By leveraging the pre-trained word embedding, many recent works have applied NLP techniques with multiple textual data sources to predict stock movement (Si et al., 2013; Ding
et al., 2014, 2015; Xu and Cohen, 2018). Existing deep neural network approaches for
stock price prediction have two main shortcomings. First, most of the proposed methods
have focused on binary classifications of stock movement (up or down). However, binary
classification is less useful in the context of investment and financial risk management.
Second, existing methods (Ding et al., 2015; Xu and Cohen, 2018; Yang et al., 2018; Feng
et al., 2018) typically employ the traditional approach in splitting the dataset into training
and test sets in machine learning, whereby the first k% of the data is allocated to the training set, and the remaining to the test set. Nevertheless, such an approach is unsuitable for
predicting stock market return, as the financial market may encounter structure changes.
Hence, we tackle the recursive stock return forecasting problem in Yang et al. (2019a) that
is a more popular used evaluation method in finance literature (Huang et al., 2014; Rapach
et al., 2013).
Besides, since the existing state-of-the-art methods (Devlin et al., 2018; Radford et al.,
2018; Lan et al., 2019; Liu et al., 2019; Yang et al., 2019b) are pre-trained on the generaldomain text data, like Wikipedia, News, and Social Media. The data used for domainspecific downstream tasks – like the specialized financial data used in this thesis – will
likely come from a different distribution. For example, the word ‘apple’ in economic
contexts ‘the Apple company’ and general-domain contexts ‘I ate an apple’ has different
12

meanings. Thus, adaptive pretraining may crucial for all prediction tasks in the financial
domain. Recent attempts include Yang et al. (2020f); Araci (2019), where they propose the
FinBERT based on large-scale professional financial documents, like annual reports and
earnings conference calls of public companies. However, the existing FinBERT model is
limited to English only. Extending the FinBERT to multilingual data could be a promising
direction to explore in the future.

2.1.3

Deep Learning Approaches

Most of the models in the traditional financial analysis (Franses and Van Dijk, 1996; Engle,
1982; Da et al., 2011, 2015) are linear models, which score a candidate output by the inner
product of its feature vector representations and a model weight vector. Intuitively, linear
models have limited the power of machine learning methods for financial analysis since
they can only split feature vectors that are separable by a hyper-plane. Hence, in this thesis,
we introduce neural networks (deep learning) as a notable non-linear model to bridge the
gaps between financial analysis and the deep learning approach. In particular, we begin by
introducing how to construct a basic neural network consisting of multiple layers. Then,
we introduce the popular-used attention mechanism for improving vector representations
of a word sequence.

Deep Neural Networks. A basic neural network is a composition of multiple non-linear
functions interleaved with non-linear activation functions. For classification and regression problems, the softmax and sigmoid functions are the most popular used functions at
the final layer of a neural network to obtain a categorical and Bernoulli distribution, respectively. The layers that remove the input layer and the output layer are referred to as
hidden layers. A model with one hidden layer is known as a one-layer feed-forward neural
network, which is also known as a multilayer perceptron (MLP). When the hidden layers
are very deep, this neural network is called a deep neural network. Based on the deep
neural networks, numerous works focus on building practical architectures for improving
the representation learning ability of Deep Learning (DL) models, including Recurrent
Neural Networks (RNN), Convolutional Neural Network (CNN), and the latest fashion,
Pre-trained Transformer-based methods.
The success of deep neural networks benefit from two fundamental works published
more than 20 years ago (Rumelhart et al., 1986; Hornik et al., 1989). First, Rumelhart
et al. (1986) introduced the back-propagation algorithm to optimize internal parameters of
neural networks. Second, Hornik et al. (1989) investigated the encoding power of neural
networks with the different number of layers, finding that a neural network consisting of
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more than three layers can be used to approximate arbitrary functions during the training.

Attention Mechanism. Neural attention is an alternative method to pooling operations
for aggregating a set of vectors. It can be used to find a single vector representation of
a sentence, given a sequence of word-level vectors such as word embeddings or CNN,
LSTM and GRU outputs. The attention mechanism is proposed to make up for two shortcomings of the neural networks. First, both CNN and RNN compress much information
into a finite-sized vector. The use of a finite-sized vector is a bottleneck in improving performance. Second, although the variants of RNN are resistant to exploding and vanishing
gradients problems, these problems are still mathematically possible. To address these
issues, the attention mechanism is first proposed in the task of machine translation by
(Bahdanau et al., 2014). The attention mechanism indicates that we will allocate different
attention scores to different words in the source sentence at each time step. The weighting
of the input columns at each time step is called attention. The attention-based models motivate a wide range of NLP tasks – from speech recognition (Chong et al., 2017), neural
relation extraction (Lin et al., 2017) and text classification (Yang et al., 2016) to numerous
financial applications (Ding et al., 2015; Qin et al., 2017; Duan et al., 2018; Yang et al.,
2018; Xu and Cohen, 2018; Zheng et al., 2019; Sawhney et al., 2020a; Ye et al., 2020).
The further development of the self-attention mechanism has been adopted as the basis for
transformer architectures, which has been widely used throughout this thesis.

Transformer Architecture. In recent years, Transformer-based models (Jin et al.,
2020a; Liu et al., 2019; Yang et al., 2019b) have achieved state-of-the-art performance
in several text-based financial analysis tasks. Usually, a Transformer unit consists of an
encoder and a decoder for text-to-text tasks. While in our thesis, we focus on either prediction tasks or sentiment analysis tasks in the financial domain, where a single encoder is
enough in most situations. Hence, we consider using the encoder-only transformer in most
scenarios throughout this thesis, which consists of a Multi-Head Self-Attention Mechanism, a Residual Connections and Layer Normalization Layer, a Feed Forward Layer, and a
Residual Connections and Layer Normalization Layer (Vaswani et al., 2017). The training
of the encoder involves two phases, namely pretraining and fine-tuning. The pretraining
phase can be considered as a self-supervised step and is performed using the Whole Word
Masking BERT (WWM-BERT)(Devlin et al., 2018) where different parts that belong to
the same word are masked jointly. The WWM-BERT mitigates the drawbacks of the original implementation of BERT, whereby it explicitly forces the model to predict a whole
word instead of WordPiece tokens in the training task. The fine-tuning phase gently adjusts the pre-trained model using the output for our multi-task regression task. In addition,
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many variants of BERT have been proposed for meeting the different demands. (Liu et al.,
2019; Yang et al., 2019b; Lan et al., 2019; Jiang et al., 2020)

2.2

Transfer Learning

Transfer learning makes use of one particular task, domain, and even data type to help improve performance on a different task (Multi-task Learning), domain (Adaptive Pretraining), and multimedia data (Multi-modal Learning). For linear models, transfer learning is
typically performed by extracting shared features across tasks. Differently, transfer learning can be achieved for deep learning models by sharing representations of input structures.
Besides, pretraining techniques for learning word embeddings discussed earlier in Section
2.1.2 can also be viewed as a form of transfer learning.

2.2.1

Multi-modal Learning

Recent progress in deep learning research has led to significant improvement in similar
multi-modal learning tasks, whereby high-level embeddings from different types of data
are integrated via a deep neural network (Ma et al., 2019). For instance, the Vision-andLanguage BERT (ViLBERT) (Lu et al., 2019) learns task-agnostic joint representations of
image and natural language content. Elsewhere, related ideas have been used to combine
text and image information for multi-modal review generation (Truong and Lauw, 2019).
Moreover, the interaction between text and audio data in a multi-modal learning framework has been the subject of recent studies in speech communication, in which acoustic
features are highly correlated with emotion (Bachorowski, 1999), trustworthiness (Belin
et al., 2017), and confidence (Jiang and Pell, 2017).
To date, the use of audio data sources has been absent from deep-learning based financial applications, except for Qin and Yang (2019). However, given the effectiveness of
recent multi-modal approaches and the availability of task-relevant text and audio data
for volatility forecasting, it is clear that these techniques warrant further consideration;
hence the approach is taken in Yang et al. (2020b). Multi-modal learning throughout this
thesis focuses on learning from different types of data – text and audio – which has often proven challenging in the past with combining fundamentally different features (Yang
et al., 2020b).
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2.2.2

Multi-task Learning

Multi-task learning MTL exploits parameter sharing for seeking mutual benefits between
different tasks. In the financial domain, MTL is a natural fit in financial forecasting tasks
where we are interested in obtaining predictions for multiple financial indicators simultaneously. Examples include financial risk forecasting, stock return predictions, and building
risk-aware trading strategies. However, by focusing on one task, we risk omitting information that might help us do better on the metric of interest. For example, if we only focus
on predicting the stock return, we may undertake the massive risk of losing the capital
for stock market participants since we ignore the knowledge that comes from the training
signals of related financial risk forecasting tasks. Alternatively, by sharing representations
between the financial risk prediction and stock return prediction tasks, the deep learning
model can be encouraged by the multi-task loss function to generalize better on the original
task. This approach is called multi-task learning.
Multi-task learners solve multiple learning tasks at the same time by exploiting commonalities and differences between the tasks. It can provide an effective set of learning constraints that have been shown to reduce the risk of overfitting, improve generalized ability, and improve the learned models’ effectiveness compared to the models produced by
single-short learners using the same training data. From the biological view, we can view
the motivation of multi-task learning as being inspired by human learning. A human can
learn to acquire a new skill and can then apply this knowledge to other relevant topics.
From the machine learning perspective, multi-task learning can introduce an inductive
bias provided by auxiliary tasks, which cause the model to prefer hypotheses that explain
more than one task. It has shown particular promise in NLP (Søgaard and Goldberg, 2016;
Wu and Huang, 2016; Xue et al., 2007) and speech recognition (Toshniwal et al., 2017;
Deng et al., 2013) tasks.
However, multi-task learning has not been adopted for deep learning-based financial forecasting problems until our work (Yang et al., 2020b). Therefore, an extension of the basic
multi-task learning framework, Pareto Multi-task Learning, which focuses on finding an
optimal solution for allocating different weights for different financial forecasting tasks,
was introduced in Chapter 6.

2.2.3

Pretraining

Pretraining language models over a large-scale corpus is a dominant paradigm in NLP
nowadays. The fine-tuning of pre-trained language models recently has become the common paradigm for transfer learning in most NLP tasks. A good pretraining task should
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Figure 2.2: The pre-trained step in left is on-line available (trained on un-annotated data),
and fine-tuning it on our prediction objectives.
capture properties that might be useful for several target tasks (Howard and Ruder, 2018).
After pretraining, the output can be shaped as a matrix where each row is a vector that
represents a single token from a predefined vocabulary.
The context-sensitive pretraining methods have fundamentally changed the landscape of
NLP research in recent years. Many state-of-the-art models for language understanding
tasks are first pre-trained on a large text corpus without any human annotation and then
fine-tuned on downstream tasks. For example, BERT, a classical pre-trained model, is relied on the masked language model to encode context bidirectionally for representing each
token. In particular, BERT randomly masks tokens and uses the surrounding tokens in a
text sequence to predict the masked target token. During the pretraining phase, 15% of
tokens will be selected randomly as the masked tokens for prediction. An obvious advantage of such a self-supervised pretraining fashion is that any available textual information
can be leveraged as the training corpus.
The empirical success of Transformer-based methods has led to the development of everlarger models (Devlin et al., 2018; Liu et al., 2019; Jiang et al., 2020). Recent GPT-3
models (Brown et al., 2020) provide a super large pre-trained version. The largest GPT-3
can achieve promising performance without any parameter updates. However, the limitations of this transfer setting make it likely that in order to achieve the best performance or
stay reasonably efficient, fine-tuning will continue to be the first choice when using pretrained language models in practice. Since the pre-trained model already encodes much
information about our language, the fine-tuning phase takes substantially less time than
training the entire model from scratch. We illustrate the idea of two-phase training in
Figure 2.2.
Transformer architecture introduced in Section 2.1.3 is generally a common choice for
pretraining when choosing the neural network, whether in the NLP or Computer Vision
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(CV) studies. Previously, most researchers believe that the fast development of the NLP
technique in recent years primarily relied on the pretraining strategy and the advantages
of the Transformer architecture. Evidence includes that the top 10 implementations in
terms of the accuracy evaluated on the largest benchmark leader-board, ‘GLUE’, are all
built on pre-trained Transformer architectures and their variants. However, recent findings provide evidence that Transformer may not be all you need. Researchers (Liu et al.,
2021; Tolstikhin et al., 2021) show that the traditional deep learning architectures, like
CNN and LSTM, perform no worse than Transformer when adopting the same way of
pretraining. Even the variant of MLP – Gating MLP proposed by (Liu et al., 2021) – can
achieve competitive results with Transformer-based models on most NLP and CV tasks.
These findings prove that the importance of pretraining in current DL models might be
underestimated while the benefits brought by Transformer might be overrated.

2.3

Explainable AI

Although deep learning approaches have recently made remarkable advances on a wide
range of financial applications, including stock prediction (Ding et al., 2015; Duan et al.,
2018; Yang et al., 2018; Xing et al., 2019; Yang et al., 2019a) and financial risk forecasting
(Wang and Hua, 2014; Qin and Yang, 2019; Yang et al., 2020b; Sawhney et al., 2020b),
the impressive ability of models has encountered significant challenges in concerns about
lacking robustness and transparency (Kaushik et al., 2020a) given the fact that the lack of
robustness can make NLP methods less trustworthy. A related problem is that NLP systems are often black boxes, making it hard to understand how human interpretable features
of the text lead to the observed predictions, especially when applied to the susceptible (and
financially lucrative) area of FinTech, where a mistake will have serious consequences. To
address the robustness and interpretability challenges posed by NLP methods, we need
new criteria to learn models that go beyond exploiting correlations, such as robustness
causal evaluations. However, the development of methods that provide explanations – socalled eXplainable AI (XAI) – is rarely found in the existing literature of financial textual
mining. Hence, we pay particular attention to the XAI throughout this thesis.

2.3.1

Pre-hoc vs Post-hoc Explanations

In order to explain a model’s prediction, prior efforts have focused on either incorporating
pre-hoc analysis into the experimental design (Brunner et al., 2020) or developing posthoc analysis algorithms to select or modify particular instances of the dataset to explain
the behavior of models (Keane and Smyth, 2020; Kenny and Keane, 2019). We classify
18

eXplainable AI (XAI)
Post-hoc Methods
Ø Interpretability of Latent Factor
Models
Ø Feature Visualizations
Ø Example-based Explanations
Ø Interpretable Models
• Adversarial Examples
• Counterfactual Examples
Pre-hoc Methods

Figure 2.3: The mainstream approaches in explainable AI (XAI).
these two types of XAI approaches, as shown in Figure 2.3, by the following two criteria:
1. whether or not another explanation sub-system generates the explanation, besides
the Black-box AI system;
2. whether the explanation is designed for revealing how a model function works.
Recent progress in pre-trained language models has significantly improved the performance of many text classification tasks based on Transformer-based architectures. However, a recent research (Grimsley et al., 2020) shows that the state-of-the-art Transformerbased models can not be perfectly explained from their intrinsic architectures, and a further
work (Brunner et al., 2020) provides evidence that self-attention distributions are not directly interpretable. For this reason, post-hoc, examples-based explanations have come to
the fore among these works for explaining text classification models, as they are easy to understand and do not require access to the data or the model (Keane and Smyth, 2020). Towards post-hoc explanations in natural language processing (NLP), Murdoch et al. (2018)
proposes a popular way named contextual decomposition (CD) to quantify the importance
of each word/phrase by computing the change to the model prediction when solely removing a word/phrase. Furthermore, its hierarchical extensions Singh et al. (2019); Jin
et al. (2020b) continue to refine the explanation algorithms that calculate and further visualize the individual phrase’s importance. However, despite the good results of sentiment
analysis have been achieved by visualization-based methods (Murdoch et al., 2018; Singh
et al., 2019; Jin et al., 2020b) on the simple tasks, how to generate explanations in more
complex scenarios yet to be well studied.
As a result, the last lines of visualization-based works cannot provide a clear boundary
between positive and negative instances to humans, whereas counterfactuals could provide
‘human-like’ logic to show a modification to the input that makes a difference to the output
classification (Byrne, 2019). There also exist some popular and well-known post-hoc attribution methods such as — SHAP (Lundberg and Lee, 2017), LIME (Ribeiro et al., 2016),
19

Raw instances
CF1
CF2
Counterfactuals
Decision boundary
Figure 2.4: The idea of the counterfactual generation for a given binary classifier.
and Integrated Gradients (Sundararajan et al., 2017). However, in the work of Sundararajan et al. (2017), authors demonstrate that post-hoc explanations techniques that rely
on input perturbations, such as LIME and SHAP, are not reliable and often generate adversarial examples without preserving the logic information. Also, the grammar mistake is
totally ignored in previous works (Lundberg and Lee, 2017; Ribeiro et al., 2016). In contrast, post-hoc counterfactual explanation methods have received more and more attention
in recent years (Keane and Smyth, 2020) benefiting from its robust performance, which is
closer to the human logic proven by the recent psychological research (Byrne, 2019).

2.3.2

Counterfactual Explanations in Finance

Counterfactuals do not need to know the internal structure or state of the model f (e.g.,
decision trees, neural networks, support vector machine, etc.). It is only through changing
inputs and outputs that an explanation is obtained. A counterfactual explanation describes
a causal situation in the ‘what-if’ form: “If X had not occurred, Y would not have occurred”. Such explanations answer a kind of question: how should the input change obtain
a different prediction? For instance, in a credit rejection scenario, the bank could explain
it by saying: ‘Had you earned $5,000 more, your request for credit would have been approved’. The usage of counterfactual explanations in finance was brought to the fore by
Grath et al. (2018). We illustrate the idea behind counterfactual explanation in Figure 2.4.
The raw instance shown in green should be modified using minimal edits in order to cross
the decision boundary (the new data point is shown in red) and flip the model’s prediction.
Current counterfactual explanation methods manifest two main drawbacks when deploying in the financial domain: (1) The generated counterfactuals are not reliable enough,
since the decision boundary for splitting the raw instances and counterfactual instances is
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controlled by the fragile deep learning models, where adversarial instances can easily attack. (2) The generated counterfactuals are not grammarly plausible, which will decrease
the trust of consumers and companies. Towards these two drawbacks, we propose a plausible counterfactual generation framework based on the robust adversarial training for the
financial text classification problem in Yang et al. (2020a).
The idea of generating counterfactuals in XAI also shares important conceptual features
with Yang et al. (2021). Since human counterfactual explanations are minimal in the
sense that they select a few relevant causes (Byrne, 2019; Keane and Smyth, 2020) as
is the requirement of minimal edits in our generation process. Counterfactual has been
explored more in the field of Computer Vision (CV) (Goyal et al., 2019; Kenny and Keane,
2021), but investigated less in NLP. Recent work (Jacovi and Goldberg, 2020) highlights
explanations of a given causal format. Yang et al. (2021) propose a similar but different
research question about whether the automatically generated counterfactual can be used
for data augmentation to build more robust models, which has not been considered by the
previous methods in XAI (Pedreschi et al., 2019; Slack et al., 2020b).

2.3.3

Generalization Challenges

Generalization in machine learning refers to the model’s ability to adapt appropriately to
new, previously unseen data drawn from the independent and identical distribution as the
one adopted to train the model. The standard hold-out test for evaluating the performance of deep learning approaches might satisfy some simple tasks in the public domain.
The out-of-distribution data appears more common when deploying the deep learning approaches into the financial analysis than the general domain. Consequently, important
questions are being raised about their robustness and underlying sensitivity to systematic
biases that may exist in their training and test data. To alleviate such issues that come to
be manifest in performance problems when faced with out-of-distribution financial data,
this thesis also touches on two crucial areas: approaches to evaluation that go beyond
traditional accuracy measures (Bender and Koller, 2020; Warstadt et al., 2020), and outof-domain generalization in neural classifiers (Kim and Hovy, 2004; Zhang et al., 2018b;
Zhang and Zhang, 2019).

2.3.3.1

Robustness Causal Thinking

There has been an increasing interest in the role of Robustness Causal Thinking in ML
for improving models’ generalized ability, often by leveraging human feedback. Recently,
some of the standard benchmark datasets have been challenged (Gardner et al., 2020;
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Ribeiro et al., 2020), in which the model performance is significantly lower on contrast
sets than on original test sets; a difference of up to 25% in some cases. Researchers propose counterfactual data augmentation approaches for building robust models (Maudslay
et al., 2019; Zmigrod et al., 2019; Lu et al., 2020), and find those spurious correlations
threaten the model’s validity and reliability. This problem will become more serious when
deploying deep learning approaches in the high-risk financial domain. In an attempt to
address this problem, Kaushik et al. (2020a) explore opportunities for developing humanin-the-loop systems by using crowd-sourcing to generate counterfactual data from original
data for data augmentation. Teney et al. (2020) shows the continuous effectiveness of
Counterfactually Augmented Data (CAD) in CV and NLP.

2.3.3.2

Out-of-domain Generalization

In the case of Financial Text Classification, most of the previous works report experiments
using a hold-out test on the Independent and Identically Distributed (IID) dataset (Liu,
2012; Yang et al., 2016; Johnson and Zhang, 2017). The current state-of-the-art methods
make use of large pre-trained language models (e.g., BERT (Devlin et al., 2018), RoBERTa
(Liu et al., 2019) and SMART-RoBERTa (Jiang et al., 2020)) for calculating input representations. It has been shown that these methods can suffer from spurious patterns (Kaushik
et al., 2020a; Wang and Culotta, 2021). One recent solution has been to use counterfactually augmented datasets in order to reduce any reliance on spurious patterns that may
exist in the original data. Although useful for reducing sensitivity to spurious correlations, collecting enough high-quality human annotations is costly and time-consuming.
Meanwhile, methods for automatically generating CAD have received less attention until
our work (Yang et al., 2021). We try to use automatically generated CAD as augmented
data to eliminate the ‘spurious pattern’ problem existing in current neural classifiers. Very
recently, Wang and Culotta (2021) provide a starting point for exploring the efficacy of
automatically generated CAD for sentiment analysis, but it is still based on IID hold-out
tests only. However, spurious patterns in training and test sets could be tightly coupled,
limiting the possibility of observing their attendant accuracy issues using a hold-out test
methodology, which brings challenges to the dominant approach to evaluating ML models.
In particular, the simple performance metrics of our tasks fail to capture the limitations of
existing models. There are two key directions can be found in literature in this area: 1)
curating examples that are difficult for current models (Gururangan et al., 2018; Srivastava
et al., 2020); and 2) going beyond simple metrics such as accuracy towards more finegrained evaluation (Zhang et al., 2019b; Zhao et al., 2019; Marie et al., 2021). Consider
metrics that are better suited to the downstream task and language and can highlight the
trade-offs of the downstream settings could be a promising direction in the future. Existing
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attempts include stratified performance evaluations, shifted performance evaluations, and
contrastive evaluations D’Amour et al. (2020).
Of particular concern to this thesis is an indirect method for evaluating the robustness of
models by comparing the performance of models trained on original and augmented data
using out-of-domain data (OOD Evaluation). Recent works prove that counterfactuals are
crucial and desirable considerations for the recent move towards more XAI (Ribeiro et al.,
2016; Lundberg and Lee, 2017; Lipton, 2018; Pedreschi et al., 2019; Slack et al., 2020b).

2.4

Application Scenarios

This section provides an overview of the literature on the intersection between financial
analysis and the deep learning approach based on our open-source repository 1 . Deep
learning and financial analysis are well studied independently of each other before 2010
(Keynes, 1937; Fama, 1965; Tetlock et al., 2008; Goodfellow et al., 2014, 2016). However,
rare prior work has focused on bridging gaps between the deep learning approach and
financial analysis.
The exploration of using text mining to obtain valuable stock investment information has
a long history, which can be traced back to the 1980’s (Bernard and Thomas, 1989). With
the increasing electronization of the public financial information, more and more literature explore the usage of text mining for analyzing the financial market (Mitchell and
Pulvino, 2001; Beatty et al., 2002; Hu and Liu, 2004; Ke and Yu, 2006; Loughran and
McDonald, 2011; Ding et al., 2014; Yang et al., 2020b), but, somehow interestingly, mining valuable information solely from the historical data became more difficult. Evidence
includes the findings provided by Qian and Rasheed (2004) revealing that the correlation
between Dow Jones daily returns and its historical news receded from the 1990s. A reasonable guess is that more investment companies adopt the automatic tool to analyze the
historical news as they wish to keep a competitive business advantage. Therefore, with
the increase of available text data in finance, NLP plays an increasingly important role
in data-driven economic research also plays the most crucial role throughout this thesis,
bringing more excess profits to investors and improving the government’s ability to control
macro-economic risks.
NLP problems to financial analysis can be divided into general classification problems
and regression problems. The output of a classification problem is a single discrete value
representing classes or categories, while the expected output for a regression problem is
a single continuous variable. Classification problems can further be divided into binary
1

FinNLP: https://github.com/YangLinyi/FinNLP-Progress
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classification, multi-class classification, and multi-label classification. The methods adopted in this thesis will deal with both classification and regression problems. Examples
of classification problems in financial analysis include stock movement prediction, financial event prediction, and financial sentiment analysis. Financial sentiment analysis can
be seen as a multi-class classification within these topics, which deals with more than two
classes, while the stock movement and financial event prediction can be shaped as a binary
classification problem. Meanwhile, examples of regression tasks in the financial analysis
include stock return prediction, stock risk forecast, and risk-aware multi-task learning for
building trading strategies.

2.4.1

Stock Market Predictions

Financial forecasting has been an active area of solid appeal for researchers and investors
for a long time which can be traced back to De Bondt and Thaler (1985). Not only sentiment analysis but also argument mining have been proved to be valuable for financial
analysis (Brown and Cliff, 2004; Chen et al., 2021b). Because the financial indicators
change with the investors’ behaviors in the financial market, the opinions of market participants become a crucial clue when forecasting the movement or stock return of assets’
prices. However, no single silver bullet for the traditional sentiment analysis and argument
mining can deal with all domain-specific challenges (Xing et al., 2020) since each domain
has its characteristics, especially for the highly specialized financial forecasting tasks.
The usage of NLP techniques in financial forecasting problems is an emerging research
field. Specifically, the scope of the NLP based financial forecasting task can be generally
divided into three areas: stock price prediction, stock return forecasting, financial risk
forecasting, and portfolio management.

2.4.1.1

Stock Movement Prediction

The original work of natural language processing into financial index prediction comes
from Ding et al. (2014). In the work of Ding et al. (2014), they extract events from financial
news based on OpenIE and further use it for stock movement prediction. It provides a
starting point for using the public textual information, such as financial news, analysts
report, and social media, to predict the future of the financial market. Following Ding
et al. (2014, 2015), numerous works have been working on predicting the stock price
as a binary classification problem (up or down) using different data resources, including
financial news (Yang et al., 2018; Merello et al., 2018; Duan et al., 2018; Hu et al., 2018a;
Du and Tanaka-Ishii, 2020; Li et al., 2020b); financial tweets (Si et al., 2013; Xu and
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Cohen, 2018; Liu et al., 2020); and message board (Ito et al., 2016, 2017a,b). However,
modeling stock movement prediction as a daily-level binary classification problem (up or
down) can over-simplify financial forecasting tasks. Also, current methods are fragile and
can not be explained well. These two key drawbacks severely obstruct the deployment of
such kinds of algorithms in real-world scenarios. Differently, we propose an explainable
model based on the knowledge graph for alleviating these problems (Yang et al., 2018,
2019a).

2.4.1.2

Stock Return Forecasting

Traditional finance researchers put more effort into stock return forecasting problems than
stock movement predictions because it is closer to the actual requirements of the financial market. For example, Ke et al. (2003) investigate how insiders possess influences the
stock price and avoid established legal jeopardy. Schumaker and Chen (2009) explore the
opportunities of using financial news and stock tweets to forecasting the daily-level stock
return using a regression model, respectively. Other works, including Huang et al. (2014);
Yuan (2015) investigate when is the stock market predictable. With the widespread use of
Google search, Da et al. (2011, 2015) propose a significant financial index based on the
change of the search volumes of some crucial search terms. We combine the traditional
financial index (Da et al., 2015) with the probabilistic language models for allocating different weights for different search terms in terms of their contributions in the work of Yang
et al. (2019a).

2.4.1.3

Financial Risk Forecasting

Financial risk forecasting mainly refers to the volatility prediction task, which is of interest to researchers because of its theoretical importance and practical applications. Conventional approaches (Manela and Moreira, 2017; Zheng et al., 2019; Kristjanpoller et al.,
2014) rely on historical pricing data and typically use continuous time-series models (local
and stochastic volatility (Cox and Ross, 1976; Schroder, 1989; Hsu et al., 2008; Johnson and Shanno, 1987; Scott, 1987; Heston, 1993)) and discrete time-series models (e.g.
GARCH models (Engle, 1982; Bollerslev, 1986)).
Recently, research attention has focused on additional sources of volatility information.
Significant improvements in NLP techniques make it possible to harness unstructured financial information for financial risk forecasting. Some recent works Ding et al. (2014,
2015); Zhang et al. (2018a); Hoberg and Phillips (2016); Rekabsaz et al. (2017); Kogan
et al. (2009a); Xu and Cohen (2018); Bollen et al. (2011); Oliveira et al. (2017); Yang
et al. (2019a) demonstrate how financial news, analyst reports, earnings reports, and social
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media has the potential to be leveraged to improve the performance of financial prediction
tasks by harnessing unstructured information that is absent from traditional time-series
data. Moreover, features derived from the audio features of earnings calls have also proven
helpful for volatility prediction in previous works (Qin and Yang, 2019; Yang et al., 2020b;
Sawhney et al., 2020b). In particular, (Qin and Yang, 2019) incorporates the CEO’s vocal
features – such as emotions and voice tones – into models when it comes to extracting the
multi-modal features from earnings call data as the basis for predicting the stock volatility.
A substantial improvement in accuracy is presented by modeling multi-modal information
in a conference call compared to classical methods.
Other financial forecasting tasks mainly focus on mining the financial risk from consumer
behaviour (Yang et al., 2020d), history of loan (Cheng et al., 2020), and company annual
reports (Masson and Montariol, 2021). In particular, Yang et al. (2020d) analyze the risk
through mining the supply chain data collected by Alipay Ant Lending. Similarly, Cheng
et al. (2020) detect and predict the risk in a guaranteed loan by leveraging the convolutional
graph network in a real-world application from a major institution in East Asia.

2.4.1.4

Portfolio Management

Portfolio management in finance refers to the science of selecting and overseeing a group
of investments that meet the long-term financial return objectives and risk tolerance of
an investor or an institution. When constructing trading strategies for a portfolio, certain
constraints may significantly change the effectiveness of the fundamental trading strategy.
Because financial market participants will allocate their capital into different assets in
practice, the optimization of a portfolio management problem can be described as simultaneously achieving two goals: maximizing the return and minimizing the risk under the
Markowitz theory (Markowitz, 1991).
Modern portfolio theory is based heavily on similarity calculation methods to ensure diversification to seek the arbitrage opportunity. From the machine learning perspective,
previous works aim to solve the optimization of the portfolio management problem when
asset prices are fast-changing (Li and Hong, 2011; Lin and Beling, 2020) or weights are allocated across assets sparsely (Shen et al., 2014; Xing et al., 2018a; Malandri et al., 2018).
Most of the models are evaluated with a trading simulation task over a historical period.
However, it is hard to conclude a uniform principle for constructing a robust enough trading strategy. Also, the evaluation results (often shown as the cumulative return) achieved
from the historical data cannot guarantee a similar result in the future. Because the financial markets are so volatile and sometimes chaotic, current deep reinforcement learning
approaches (Lin and Beling, 2020; Lee et al., 2020; Huang and Li, 2020) cannot guaran-
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tee a robust and transparent performance when testing on the future data. Some recent
attempts (Picasso et al., 2019; Malandri et al., 2018) using machine learning-based models
can also achieve a decent cumulative return in a specific time to test. The generalization
ability for forecasting the future market is still weak, using the deep learning model or
machine learning model.

2.4.2

Financial Event Predictions

In the task of financial event predictions, we aim to predict whether a deal rumour or a
piece of financial news will come true in the future. The financial events predictions tasks
have been previously applied using simple machine learning methods, whereas we focus
on leveraging deep learning models to capture more complex cues from the text. We pay
particular attention to an overlooked task in the financial text mining – namely corporate
mergers and acquisitions prediction – in this thesis.
In corporate finance, Mergers and Acquisitions(M&As) have reshaped the global business
landscape for generations and have an accelerating impact on the world’s economy, as
new technologies such as the internet, big data, and artificial intelligence disrupt many
business sectors. In this ever-changing landscape, M&A activities allow businesses to
leapfrog beyond their current expertise and accelerate innovations that would take too
long to develop in-house.
As a result, M&A has become an essential and diverse research focus in its own right,
encompassing research questions ranging from investigating the motivations underpinning
M&A (Nguyen et al., 2012) to predicting likely M&A targets (Palepu, 1986), and from
forecasting the likely success of M&A (Danbolt et al., 2016) to developing high-risk/highreward investment strategies based on M&A speculation (Ji and Jetley, 2009; Mitchell and
Pulvino, 2001). To support these interests, in recent years, text-based methods (Xiang
et al., 2012) have been increasingly used to analyze financial data and content in order to
forecast M&A activities and predict acquirers alongside targets.
While existing literature typically focuses on predicting likely M&A acquirers and targets, in the work of (Yang et al., 2020a), we address a distinct but related task: namely,
whether a merger and acquisition rumor is likely going to prove to be correct. M&A
rumors are unconfirmed reports about impending M&A events, some are the result of legitimate M&A data or interests, but often they are generated without any basis in fact
(possibly to manipulate markets). Consequently, assessing the credibility of such rumors
is critically essential to investors regarding their ability to develop and implement profitable trading strategies and sound risk management policies. Besides, researcher also pay
attention to other types of the financial events prediction problem from bankrupt prediction
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Boyacioglu et al. (2009); Cecchini et al. (2010); Kim and Kang (2010); Ghassemi et al.
(2020); Mai et al. (2019) to IPO Underpricing prediction (Luque et al., 2012; Tao et al.,
2014; Quintana et al., 2018). These two tasks can be formulated as a classification and a
regression problem, respectively.
This chapter briefly introduces the background knowledge required for understanding the
following technical chapters and concludes the related work in FinNLP. In the following technical chapters, each chapter focuses on a distinct application scenario. We will
present novel approaches in each chapter, which can statically outperform the previous
state-of-the-art machine learning and deep learning models evaluated on benchmark datasets. Also, we will introduce the dataset we used and provide in-depth analysis to discuss
the experimental results in each of the following technical chapters.
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Part 1
Using Unstructured Data for Stock Price
Prediction
In Chapter 3, we propose a novel dual-layer attention-based neural network for predicting
stock price movement, which can allocate different attention weights on news-level and
day-level, respectively. The resulting attention score and the extracted knowledge graph
can be used as explanations 2 .
Furthermore, we find that abnormal stock return tends to be focused more than stock movement in the finance research. Hence, we leverage the semantic information to enhance the
tradational financial index for stock return forecasting in Chapter 4, where we conduct a
fair comparison between our method and the traditional finance research.
In Chapter 4, we enhance the traditional financial index – Financial and Economic Attitudes Revealed by Search (FEARS) index – by incorporating semantic information based
on a pre-trained language model. We demonstrate the practical benefits of our approach
by comparing it to traditional approaches in finance 3 .

2

The work of Chapter 3 is adapted from Yang et al., Explainable Text-Driven Neural Network for Stock
Prediction, in Proceedings of CCIS-2018 (Best Paper Nomination)
3
The work of Chapter 4 is adapted from Yang et al., Leveraging BERT to Improve the FEARS Index for
Stock Forecasting, in Proceedings of the first FinNLP workshop at IJCAI-2019
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CHAPTER

THREE

Explainable Text-Driven Neural Networks
for Stock Movement Prediction
3.1

Introduction

The stock market prediction has been an active area of solid appeal for academic researchers and industry practitioners for a long time. The Efficient Market Hypothesis (Fama,
1965) states that stock market prices are primarily driven by new information. Many recent works have shown success in predicting stock price movement based on text information (Liu and Tse, 2013; Ding et al., 2014, 2015). Some events reported in the news will
influence people’s decision-making which will essentially affect their trading behavior. It
is believed that events reported in the news impact trading behavior, leading to fluctuations
in stock markets. For example, a piece of financial news from Reuters stated, ”Dow Jones
Industrial Average tumbled after US-China trade war fears appeared”. Prices of individual
stocks may be influenced by relevant news. Another example is that Steve Jobs once again
sick leave, resulting in Apple’s stock price falling more than 4%. These phenomenons
inspire us that information may shape stock price movements to some extend. 1
Previous works on text-driven financial market prediction focused only on predicting stock
price movement without explaining. In this chapter, we propose a dual-layer attentionbased neural network to address this issue. In the initial stage, we introduce a knowledgebased method to extract relevant financial news adaptively. Then, we use input attention to
pay more attention to the more influential news and concatenate the day embeddings with
the output of the news representation. Finally, we use an output attention mechanism to allocate different weights to different days to contribute to stock price movement. Thorough
empirical studies based upon historical prices of several individual stocks demonstrate the
1

The work of Chapter 3 is adapted from: Yang et al., Explainable Text-Driven Neural Network for Stock
Prediction, in: Proceedings of CCIS-2018 (Best Paper Nomination).
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superiority of our proposed method in stock price prediction compared to state-of-the-art
methods.
In general, existing deep learning models are incapable of explaining the prediction results
for stock price prediction tasks, while finance researchers typically perform analysis on
textual data at a superficial level. To overcome the discrepancy between deep learning
and financial analysis, we propose algorithms to better explain the prediction results for
stock price prediction. To solve the above problems, we propose a dual-level attention
mechanism based on a Recurrent Neural Networks (GRU) to predict stock price movement
and explain the most significant events over the last 7-days. In order to alleviate problems
caused by noises in financial news and obtain more discriminative news representations,
we first build an input attention mechanism to allocate different weights to different news
within one day in terms of their contributions to stock price movement. Then, we gather
the news over the last seven days as input and pass it to a GRU network. Third, we allocate
different weights for different hidden units, which indicates the output of a day. In this way,
we can use the output of attention weights associated with news input to explore the stock
price fluctuation.
In part 1, we evaluate our systems on both the stock movement prediction task and stock
return forecast task by using two different deep learning-based models. We will present a
novel approach in each chapter, which can significantly outperform the previous state-ofthe-art machine learning and deep learning models evaluated on the financial news dataset
and Google Search Trend data.

3.2

Related Work

Recently, a deep convolution neural network for stock prediction has been proposed based
on event embeddings (Ding et al., 2015). However, it has two main issues. First, it pays
little attention to explaining the reason for the stock price prediction. Second, the events
are extracted from news text using natural language processing toolkits, such as OpenIE
(Fader et al., 2011) and dependency parsing. The errors generated by Natural Language
Processing (NLP) tools will propagate in these methods. Furthermore, it will lose much
useful information from that news that cannot be dealt with since the limitations of existing
NLP systems.
The existing large-scale knowledge bases such as Freebase (Bollacker et al., 2008), DBpedia (Auer et al., 2007) and YAGO (Suchanek et al., 2007) have been built and widely used
in many NLP tasks, including web search and relation extraction. Nevertheless, few researchers have leveraged knowledge graphs to extract relevant news information for stock
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price prediction. However, most available news is irrelevant when one is only interested in
predicting the price movement of a single asset. On the other hand, news articles that do
not explicitly mention target companies may be valuable for predicting stock price movement. For instance, we can take advantage of news articles on Intel, Google, etc., when
predicting Apple’s stock price by leveraging the power of knowledge graphs.

3.3

Approach

This section firstly introduces the notation we use in this work and the problem we intend
to study before presenting a novel neural network that incorporates a dual-level attention
mechanism into a GRU to fulfil the classification task.

3.3.1

Notation and Problem Statement

Given a set of financial news titles T = {t1 , t2 . . . tn } ∈ Rn×d , where d is the dimension
of the sentence embedding of the title which appear in one day. Stock price prediction
is considered as a binary classification problem. Our model concatenates the news title
from previous seven days Xi = {Ti1 , Ti2 . . . Ti7 } ∈ Rn×d×7 to measure the probability of
the target stock movement denoted. Also, the attention weights is helpful to get a pre-hoc
analysis of how model works.
Inspired by the theories of human attention (Hübner et al., 2010) which argue that a dualstage attention mechanism best models behavioural results. We present our attention-based
neural network that incorporates a dual-stage attention mechanism. Figure 3.1 shows our
neural network architecture, which demonstrates the pipeline that predicts the stock price
movement for the next day. As shown in Figure 3.1, our model contains six components:
1. Input layer: Original news titles within seven days before the prediction day.
2. Embedding layer: Each news title is mapped into 300-dimension embeddings.
3. Input attention layer: The input attention enables the network to catch the important
news and neglect the irrelevant news of one day by allocating different weights.
4. GRU layer: Textual features are extracted automatically for stock price prediction
in this layer.
5. Day-level attention layer: In this layer, we allocate different weights for different
previous days, aiming to consider the long-term impact of the financial news which
appears in previous days.
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Figure 3.1: An overview of the proposed Dual-level Attention-based GRU framework.
6. Output layer: Predict the stock price fall or rise for the next opening day.

3.3.2

Vector Representation

Sentence Embedding. Following Ding et al. (2015), we leverage news titles as input
rather than the full news articles as the input data since titles perform better than full
news articles in the task of text-driven stock price prediction shown in the previous work
(Barber and Odean, 2008; Ding et al., 2014). Firstly, each title is tokenized and stop words
are removed initially, and then each token is mapped to pre-trained word embeddings by
GloVe (Pennington et al., 2014). Finally, the average of all word embeddings is taken as
the sentence embedding of the given news title. Sentence representations are encoded by
column vectors in an embedding matrix T ∈ Rd , where d is the dimension of the sentence
vectors.
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Day Embedding. We take advantage of time information by adding a day embedding to
the input of GRU. The day embedding is utilized to enhance the network to distinguish the
different influence among days, which is denoted as D ∈ Rd×7 , where there are seven days
to be embedded, and d is the dimension of the sentence vectors. D is a variable that can be
trained jointly with the network. It is supposed to be trained into seven different variables
that can represent the different influences of each day, which will be concatenated with the
output of the input attention layer.

Input Attention Mechanism. Attention-based neural networks were first introduced by
(Bahdanau et al., 2014) in machine translation. It has been applied in many NLP tasks in
recent years, including relation extraction, recommender system, and knowledge completion. Dual-stage attention mechanisms have also been previously developed in time series
prediction (Qin et al., 2017). In this section, we adopt input attention for text-driven stock
prediction tasks. Our attention mechanism aims to use input attention to allocate different
weights to different news titles to influence the stock price movement.
Where Tt ∈ Rd×n , Ws ∈ Rn which is the weight in this layer, St ∈ Rn×D indicates input
news embeddings and bs ∈ Rd .
Then, we compute the input to the GRU for day t, denoted as x0t by the weighted average
of all news in one day.
n−1

x0t

1 X
Si Ti
= ×
n i=0

(3.1)

Finally, the input of the cell in day t is given by the concatenation of news embedding and
day embedding:
xt = (x0t , Dt )
(3.2)
where x0t is the weighted average of all news in one day and Dt is the day embedding
described above.

3.3.3

Model Architecture

In this work, we adopt a popular LSTM variant, Gated Recurrent Unit (GRU) network,
which was first introduced by (Cho et al., 2014). Specifically, supposing the j-th hidden
unit is computed in the neural network. First, it merges the cell state and hidden state then
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Figure 3.2: The architecture of the day-level attention mechanism.
generates the reset gate qj , which is computed by:


qj = σ [Wr x]j + [Ur h(t − 1)]j

(3.3)

where σ represents the sigmoid function, [.]j is the j-th element of a vector, x and h(t − 1)
are the input vector and previous hidden state respectively, and Wr and Ur denote weight
matrices. Second, it combines the forget and input gates into a single update gate. The
update gate zj is computed by:


zj = σ [Wz x]j + [Uz h(t − 1)]j

(3.4)

 
hj (t) = zj hj (t − 1) + (1 − zj ) hej (t)

(3.5)

Where e
hj (t) = tanh ([Wx]j + [U(q
the textual features for day t.

h(t − 1))]j ), and we take the last cell of GRU ht as

Day-level Attention Layer. The architecture of the day-level attention mechanism is
shown in Figure 3.2. The output embedding weight Wo ∈ Rd is a weight matrix that can
be learned from the training process and the similarity weight Ws ∈ Rd×d is a diagonal
matrix for allocating the day-level attention to each day in terms of their importance for
the stock movement prediction.
The attention score So of day t is obtained with the following equation:
So = ht Ws Wo
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(3.6)

Then, the output a can be computed by the weighted average of the output in previous
seven days with the equation:
6
X
A=
Si hi
(3.7)
i=0

Output Layer. The output layer determines whether the stock price will rise or fall. In
practice, we calculate the conditional probability through a softmax function as:

y = softmax (Wcls A + bcls )

(3.8)

Where Wcls is the representation matrix of stock price movement, and bcls ∈ R2 is a bias
vector. Inspired by (Ding et al., 2015), we employ a loss function using cross-entropy.
We adopt the Adaptive Moment Estimation (Adam) (Kingma and Ba, 2014) update rule to
learn parameters by minimizing the loss function.
Furthermore, in order to prevent overfitting, we apply dropout (Srivastava et al., 2014)
on the output layer, which aims to achieve better performance by randomly dropping out
neural units during the training phase. Then, the output of our model is computed as
follows, where the vector h contains Bernoulli random variables with probability p:

y = softmax (Wcls A ◦ h + bcls )

3.4

(3.9)

Evaluation

Our experimental results illustrate that our deep neural networks with dual-stage attention can not only predict the stock price movement but also give an explanation for the
prediction. In this section, we first specify our settings and describe our datasets. Next,
we compare the performance of our model on a widely used dataset with existing neural
network architectures. Finally, we show that our approach, GRU+2ATT, can effectively
outperform most neural network models. Meanwhile, the output of our customized attention mechanism can explain the prediction.

3.4.1

Data and Methodology

We use the news of Reuters and Bloomberg in the financial sector from 10/10/2006 to
26/11/2013, which is developed by (Ding et al., 2014) to predict the stock price 2 of several
2

It refers to the corresponding dividend-adjusted closing prices from Yahoo Finance.
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Table 3.1: The financial news dataset used for experiments.
Companies
3M
Google Apple
Count 504,448 130,195 53,782
Period 10/10/2006 – 14/11/2013
Table 3.2: Data splitting of financial news for stock movement prediction.
Category
Days
Period

Partition Strategy
Training Set
Testing Set
1480
180
10/10/2006-18/06/2012 19/06/2012-07/03/2013

Validation Set
180
08/03/2013-14/11/2013

target companies. We select three different companies from S&P500, including Apple,
Google, and Minnesota Mining and Manufacturing (3M). End of day stock prices of these
companies is collected.
For each company, we first select the news which contains this company’s name directly,
then we extend the news dataset by selecting relevant news. Specifically, we find the
related entities automatically for each company stored in a known knowledge base, Wikipedia. Then the relative entities are used as keywords to search the relevant news. We
illustrate our dataset in detail in the following Table 3.1. Also, the divide of the dataset is
shown in Table 3.2.
Following Ding et al. (2015), we apply Matthews Correlation Coefficient (MCC ) to evaluate our model in stock prediction. Here we report the precision and the MCC score. MCC
is calculated as:
TP × TN − FN × FP
p
((TP + FP)(TP + FN)(TN + FP)(TN + FN))

(3.10)

which indicates the quality of the binary classification in case there is a bias in two classes.
We map our news titles into a sentence embedding by Spacy, which provides an opensource development platform. We fix the sentence length in 100 words and the other
hyper-parameter settings are selected from a grid search and can be found in Table 3.3.

3.4.2

Results

To evaluate the proposed method, we compare our approach against two methods which
were developed by Ding et al. (2015). We reproduce their model by constructing the
models revealed on their work without the event detection.
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Table 3.3: Hyper parameter settings for the dual-level GRU network.
Parameters
Values
Sentence embedding dimension 300
Day embedding dimension
5
Batch size
20
Dropout probability
0.5
Table 3.4: Experimental Results for Stock Price Movement Prediction.
Company
Evaluation
EB-NN
EB-CNN (Ding et al., 2015)
GRU-2ATT (Our Method)

3M
Google
APPLE
ACC MCC ACC MCC ACC MCC
0.62 0.24 0.58 0.12 0.54 -0.02
0.68 0.30 0.60 0.14 0.58 0.11
0.74 0.47 0.68 0.47 0.62 0.21

Baselines. EB-NN indicates that we use the basic neural network feeding with the sentence embeddings as input. EB-CNN (Ding et al., 2015) leverages the convolutional neural
network as the prediction model.
The result of the two baseline models and the proposed models are compared in Table
3.4. We perform the stock price movement prediction as a binary classification task. Table
3.4 shows that our model outperforms two baselines without an attention mechanism for
three companies from different areas in terms of accuracy and MCC score. It indicates
that the proposed GRU-2ATT is beneficial. The reason is that the input attention would
dynamically focus on the more informative news while the output attention would allocate
different weights for sentence embedding on different days.

3.4.3

Discussion

As compared with the previous work (Ding et al., 2015), we extend our dataset for the
individual company by searching in large-scale knowledge bases, which brings us more
relative information for stock prediction. When analyzing the risk of rising or falling
stocks of listed company Google, we can find that YouTube is a subsidiary company of
Google through the financial knowledge graph we have constructed, shown in Figure 3.3.
When major news of YouTube or YouTube’s important affiliates has a piece of critical
news, it will affect Google’s share price.
Table 3.5 shows the output of our output attention mechanism for predicting the Google
shares on May 4, 2007. Our prediction output benefits from expanding our knowledge of
Google’s news through the knowledge graph shown in Figure 3.3. From Table 3.5, we can
note that the news “Premier League soccer sues YouTube over copyright.” has the most
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Figure 3.3: The relative entities extracted from the knowledge graph for Google company.
Table 3.5: The output of our customized attention scores over different input news.
Financial News Titles
Attention Score
Yahoo declines to comment on reports of Microsoft talks. 0.012
Yahoo shares rise on reports of Microsoft interest.
0.024
Premier League soccer sues YouTube over copyright.
0.514
decisive influence on Google’s share price. Furthermore, our model has been proved that
it can benefit from the extended dataset. Since ‘YouTube’, ‘Microsoft’, and ‘Yahoo’ are
relative companies, we map from Wikipedia an existing knowledge base.
On May 4, 2007, we just selected three news to give an explainable model. As a result,
on the next opening day, Google’s stock price suffered a significant drop due to the prosecution. The experimental result has shown that our model can achieve state-of-the-art
performance on a widely used dataset and can output a reasonable explanation benefit from
a dual-stage attention mechanism.

3.5

Conclusion

We presented a novel dual-stage attention mechanism based on the GRU network for the
stock movement prediction task, which can better exploit full-text information. In particular, we use an input attention mechanism to reduce the noisy news within each day and
an output attention mechanism to allocate different weights for the past seven days. This
chapter shows that our approach outperforms the previous best performed method in stock
predictions and has shown an explainable ability.
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CHAPTER

FOUR

Leveraging BERT to Improve FEARS
Index for Stock Forecasting
4.1

Introduction

Stock forecasting represents a challenging task when it comes to analysis and stock return
predictions. The stochastic nature of stock prices reflects a complex network of interactions involving a web of hidden factors and unpredictable events. Meanwhile, the potential
to identify even fleeting patterns in market data promises tremendous rewards. In a world
where nanoseconds count, even a modest degree of prediction accuracy can provide traders
with a valuable edge to get a competitive advantage in their investment 1 .
Previous work (Keynes, 1937) has been shown that investor sentiment can significantly
affect asset prices due to the well-known psychological fact that investors with positive
(negative) sentiment tend to make overly optimistic(pessimistic) judgments and decisions.
More recently, numerous empirical studies provide consistent evidence to support the theory that investor sentiment has a significant impact on asset prices (Barber and Odean,
2008; Da et al., 2011, 2015), Wang et al. (2016) show that limited investor attention leads
to category-learning behavior, i.e., investors tend to process more market-wide information
than firm-specific information. Baker and Wurgler (2006) present evidence that investor
sentiment has effects on stock price movements across different stocks. They construct
a novel investor sentiment index (B.W. index hereafter) and find that high investor sentiment predicts strongly low returns in the stock market. Vozlyublennaia (2014) investigates
a link between the performances of several security indices in broad investment categories
except for exchange rates. He finds a significant short-term change in index returns following an increase in attention. Finally, by analyzing the effect of attention on the stock
1

The work of Chapter 4 is adapted from: Yang et al., Leveraging BERT to Improve the FEARS Index
for Stock Forecasting, in: Proceedings of the first FinNLP workshop at IJCAI-2019
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market, Yuan (2015) demonstrates that investor attention is one of the factors that inherently causes individual investors in aggregate to alter their stock positions dramatically,
and he also suggests that the findings have implications for other research in finance.
In the last chapter, we have seen that our explainable method outperforms all baselines
for stock movement predictions. Nevertheless, we learn from further experiments that are
relying solely on the text information from a single source is easy to fall into the overfitting
problem. Hence, we will exploit the opportunity to combine the traditional financial index,
which has been proved to be effective in stock forecasting tasks, with the help of language
models to represent the semantic information in this chapter.
In particular, we first improve the construction of the FEARS index, which represents the
investor sentiment to get different input representations of search terms that integrate the
semantic information by leveraging the pre-trained Bidirectional Encoder Representations
from Transformers (BERT) model. Then, we propose a self-attention neural network to
predict the stock return using the recursive training method, and in this regard, a key
contribution of this work is the development of a novel framework for incorporating the
semantic representation of search terms into the traditional FEARs index for stock return
forecastings.

4.2

Related Work

This work mainly touches on two areas: FEARS Index and Semantic Representations,
where we equip the traditional Financial and Economic Attitudes Revealed by Search
(FEARs) index with the semantics of search terms by allocating different weights to different search terms and further integrate them with a self-attention deep learning mode
seamlessly for the task of stock return prediction.

4.2.1

FEARS Index

(FEARs) index is proposed by Da et al. (2015), which reflects the attention and sentiment
of public investors and is an important factor of predicting stock price movement based
on Google search volume in the U.S. market for various keywords that reveal sentiment
toward economic conditions. The work of Da et al. (2015) finds that “FEARS” index is
able to predict both short-term returns and temporary increases in volatility. Furthermore,
Tetlock (2007) shows that negative terms in the English language are more useful for
identifying sentiment compared to positive words. For this reason, the list consists of
thirty negative search terms derived from words of economic sentiment in the Harvard
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and Lasswell dictionary Tetlock (2007) which have had the largest negative correlation
with the market. In addition, the constructed list includes terms such as ”gold prices”
and ”recession”, which historically have had the largest daily correlation with the stock
market. Finally, the FEARS index is defined by simply aggregating the change of each
term’s search volume, which implies that each term contributes equally to the FEARS
index.
However, it may not be appropriate to assume that each search term contributes equally
to stock market forecasting since previous works have not considered the semantics of the
search terms in modelling their effects on the price movements. Moreover, the fluctuation
of the volume of a search term may have a different effect on stock price movements on
different days due to the complex dynamics of financial markets. Therefore, we argue that
the current method of calculating the index is far from optimal. In this chapter, instead
of calculating the index by simply aggregating the change of the thirty terms, the FEARS
index is refined by allocating different weights to different terms while the contribution is
dynamic with the change of market.

4.2.2

Semantic Representations

In a nutshell, investor attention has been corroborated to be statistically and economically
significant in security markets, while little research has been undertaken on the influence of
semantic information. We leverage the pre-trained word embedding to represent different
search terms. The first key component in neural language understanding models is to find
an approach to mathematically model words. A traditional method for representing words
is the one-hot representation, where each word is represented as a binary vector. Each
integer value is represented as a binary vector that is all zero values except the index of the
target word. However, there are two main shortcomings associated with such representations. First, the dimension of a vector increases accordingly when the number of words
increasing. Second, any two words represented by one-hot representation are isolated and
cannot capture the information between words at the semantic level. In comparison, using
a pre-trained word embedding allows clustering of similar words in a latent space, where
semantically similar words are closer in the latent space. In recent years, language model
pre-training has shown to be beneficial for improving downstream tasks of NLP (Peters
et al., 2017, 2018; Radford et al., 2018; Howard and Ruder, 2018).
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Figure 4.1: The architecture of our semantic-enhanced model for stock return prediction.

4.3

Approach

We introduce our model and its detailed implementation in this section. First, we provide
an overview of the model architecture and the input representations. Then, we introduce our prediction model and the core innovation in this section. Finally, the differences
between our model and the classical model (Da et al., 2015) are discussed in the section.

4.3.1

Overview

The goal of this work is to leverage sentiment information to improve FEARS for stock
forecasting. To verify the performance of our refined FEARS index, the stock price predictive model is built in this section. The previous state-of-the-art methods in text-based
stock prediction connect the encoder and decoder through attention mechanisms Si et al.
(2013); Ding et al. (2015); Xu and Cohen (2018). Hence, the Transformer network architecture (Vaswani et al., 2017) proposed by Google, based solely on attention mechanisms,
is adopted in this section for predicting the stock return. The Transformer is also known
as the self-attention mechanism.
Inspired by (Vaswani et al., 2017), we refine the FEARS index proposed by and (Da et al.,
2015) and test its efficiency in the task of stock return prediction. The overview of our
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model is shown in Figure 4.1. In general, our model contains four components:
1. Data Source: Previously, (Da et al., 2015) observe the stock return has the strong
negative effect associated with investor sentiment that can be presented by FEARS
and last week’s stock return because of the return reversals in the short-term. Hence,
our input contains both the FEARS and last week’s stock return.
2. Embedding layer: First, the thirty-selected search terms (Da et al., 2015) that have
the largest negative influence on the market are pre-trained into embeddings based on
the architecture of BERT. As a result, semantically similar search terms are mapped
into similar locations in a latent space.
3. Input Representation: We obtain our input representation by combining the embeddings of the search terms with stock return and change in search volume.
4. Prediction Layer: The self-attention mechanism is used to allocate different weights
to different search terms for stock return prediction. We then output the prediction
of the next week’s stock return using a dual-layer feed-forward neural network, and
the mean squared error is used as a loss function to train the entire model.
We will first introduce the BERT model (Vaswani et al., 2017) for getting the word representations, then cover the model for prediction using the self-attention mechanism.
Firstly, BERT is used as a term encoding service to map our variable-length selected search
terms to a fixed-dimension vector. BERT is a language representation model developed by
Google. It leverages an enormous amount of public textual data on the web and is trained
in an unsupervised fashion. However, pre-training a BERT model is a fairly expensive and
time-consuming process. Hence, in this section, a pre-trained model that contains 110M
parameters is used to obtain representations of our search terms. The pre-trained model
can be downloaded from Google.
We use BERT as a terms encoder and hosts it as a service via ZeroMQ (Hintjens, 2013) to
map our search terms into fixed-dimension vectors E = {e1 , e2 . . . e30 } ∈ R30×D , where
D is the dimension of the phrases embedding of the search terms in the current timestamp,
and the length of search terms is 30. We apply PCA (Jolliffe, 1986) to reduce the dimension of embedded vectors for visualization as shown in Figure 4.2.
As a preliminary step, we examine if the word embeddings obtained from the pre-trained
model can reasonably represent the semantic relatedness of the words. Following (Da
et al., 2015), we select the most influenced 30 negative search terms without any favorable
terms. Since in (Tetlock, 2007) it appears that negative terms in the English language
are most useful for identifying sentiment. As illustrated in Figure 4.2, search terms with
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Figure 4.2: The visualization results of the embeddings of thirty search terms.
similar economic interpretations are closer in the projected two-dimensional space and
vice versa. We observe the clustering of the search terms “gold” , “gold prices” and “price
of gold” that are all related to the precious metal gold, which is normally perceived as “safe
heaven” of the capital market. Intuitively, capital inflows to the gold market dramatically
increase when equity markets experience bearish conditions.

4.3.2

Input Representations

Da et al. (2015) found a strong negative association between the FEARS index and S&P
500 index daily return and claim that FEARS can be used as a proxy for investor sentiment.
The calculation of FEARS involves only averaging the change in the search volume of the
thirty selected terms. However, as explained in the previous section, such an approach
ignores the semantics of the search terms, which may result in inferior predictions.
To address this issue, we propose a novel method to refine the FEARS index by integrating
the semantic information with the original calculation. Consequently, different weights
will be assigned to each of the search terms separately using a self-attention mechanism.,
In addition, the weights will be dynamically adjusted as the financial market evolves. We
define the FEARS index corresponds to search term i term on day t as:
F EARSi,t = ei × (α∆SV Ii,t + (1 − α)∆SPt )
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(4.1)

where ei is the term embedding trained by BERT ei ∈ R768 , ∆SV Ii,t represents the weekly
change in search volume for the search term i:

∆SV Ii,t = (SV Ii,t − SV Ii,t−1 ) /SV Ii,t−1

(4.2)

similarly, the ∆SPt is the S&P 500 index return in trading day t, it can be calculated as:
∆SPt = (SPt − SPt−1 ) /SPt

(4.3)

Finally, we generate our input representations in every timestamp to predict the next
timestamp’s S&P500 return later:
FEARS = { FEARS 1 , FEARS 2 , . . . FEARS l }

(4.4)

where F EARS ∈ Rl×30×768 , and l, 30, and 768 represent the length of the dataset, the
thirty selected terms and the dimension of the latent space, respectively.
We adjust the fine-tuning procedure of the original BERT model (Devlin et al., 2018) for
our prediction task. However, unlike the original model, where all parameters of BERT
and the additional layer are fine-tuned jointly to minimize the loss, we fix the pre-trained
word embeddings used to form our input representation. Keeping the embeddings fixed
allows us to speed up our model training. Besides, we deprecate the position embedding
since our input sequence has no positional relationship, in contrast to classical NLP tasks.

4.3.3

Model Architecture

The calculation of the prediction stock return r is shown below:
cut,i = ReLU (W · F EARSt,i + b)

(4.5)

30
 X

ati = exp uti u /
exp ut.i0 uT

(4.6)

T

i0 =1

vt =

30
X

(at,i F EARSt,i )

(4.7)

i=1

rt = F F N (vt )

(4.8)

where u ∈ R30×h is the query vector, and equals to key and value vector in the self46

attention mechanism; h denotes the number of hidden units; the weight matrix W ∈
RD×h , D is the dimension of input; vt ∈ RD is the weighted sum of inputs. FFN is the
short for feed forward neural network.
A self-attention mechanism allows allocating different weights to the words when making
out of sample predictions, and it decides which word should be paid more attention to by
calculating the similarity between the query vector and the key vector. Then multiply the
value vector with the score of the similarity after softmax. In the encoder self-attention
mechanism, the query vector, key vector and value vector are all themselves. We adopt the
dropout strategy for training our model. Finally, we get our prediction for the return of the
S&P500 index with a dual-level FFN in this section.

4.3.4

On-line Training

The standard approach (Ding et al., 2015) in splitting the data into training, and test sets
will generally not work well in financial applications due to the difficulty in predicting
stock returns using data from years ago. On the other hand, updating trading strategy is a
common approach in quantitative finance (Huang et al., 2014).
Hence, we apply the online-learning (recursive training) method to build our model. The
parameters will be updated with the loss in the last training period. For example, this
chapter sets the training length as eight weeks while the testing length is four weeks. It
means that we make use of the last eight weeks’ data to train our model while the next
four weeks’ data for testing. The stock return of S&P500 will be recursively predicted by
repeating this process.

4.4

Evaluation

Our experiments demonstrate that the semantic information integrating with search volume
is beneficial in predicting the stock return. In this section, we first introduce collecting the
weekly search index and S&P500 return. Secondly, we discuss the loss function used
in this section. Next, we will specify the hyper-parameters in Section 4.3. Finally, we
compare the performance of our method on S&P 500 index prediction to demonstrate the
effect of the self-attention mechanism with semantic information.
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Table 4.1: Hyper-parameters of the transformer-based stock return forecasting model.
Parameters
Input Embedding Dimension
Number of Layers
Hidden Units
Epoch
Batch size
Optimizer
Dropout probability

4.4.1

Values
768
2
256
6
2
Adam
0.6

Data and Methodology

We use S& P 500 market index as the proxy for the U.S. equity market, and the historical
prices are obtained from Quandl2 . Stock returns are computed as the change in end-ofweek settlement prices.
To construct FEAR index for the US stock market, we use the public Search Volume Index
(SVI) from Google Trends3 as attention proxies, following (Da et al., 2015) and (Han
et al., 2018). The numbers present the search probabilities of a given keyword at a given
time. We consider the 30 terms that have been proven to be effectively associated with
security prices from (Da et al., 2015). These terms are suggested to contain information
on financial markets and useful to predict future stock prices. All attention data cover a
weekly period of 2004:01-2015:12. We work in logarithms of search terms probabilities
for ease of exposition and notation.
We use the Mean Square Error (MSE) to evaluate our model in stock return prediction.
MSE is calculated as:

MSE = 1/n ×

n
X

(pt − pbt )

(4.9)

t=1

Where n denotes the length of total test sets, pt is the normalized value of S&P500 index
while pbt represents the output of our model at timestamp t.
In terms of the Hyper-parameters selection, we adopt the BERT-Base model (110M parameters) as the word-level encoder in our experiments. Meanwhile, we keep the encoded
terms embedding as the initial inputs for our prediction model. We train the transformerbased prediction model and frozen the word-level encoder to speed up the training process.
Experimental hyper-parameters are chosen on the validation set and are shown in Table
4.1.
2
3

https://www.quandl.com
http://www.google.com/trend
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Table 4.2: Experimental results for the stock return forecasting task.
Method
Traditional Methods
Linear Regression (FEARS)
Linear Regression (Semantical FEARS)
Ablation Studies
Transformer (FEARS)
Transformer (Price-only; α = 0)
Transformer (Semantic-only; α = 1)
Transformer (Semantical FEARS; α = 0.6)

4.4.2

MSE
0.1094
0.0809
0.1034
0.0941
0.0678
0.0585

Results

In this section, we demonstrate the efficiency of our proposed model based on our experimental results. We first reproduce the baseline work of (Da et al., 2015), then we
compare different ways of integrating the semantic information with the baseline work in
terms of their performance on the weekly dataset we collected. Finally, we evaluate our
model using the online training strategy. Since there are no previous attempts on adopting
a non-linear method based on the FEAR index, we compare our method with the original
strategy proposed by (Da et al., 2015) in experiments.
FEARS and Asset prices (Da et al., 2015): Authors used daily Internet search volume from
millions of households to reveal the market-level sentiment. Then the volume of queries
in the U.S. was aggregated to construct FEARS. They finally leveraged FEARS to predict
short-term stock returns based on the linear regression model.
We propose a novel model that integrates semantic information with the traditional financial index for the stock return forecasting problem, which leverages the power of the
large-scale pre-trained language model.
We evaluate our approach and the baseline model using the recursive training method. The
experimental results are shown in Table 4.2. Since stock return prediction is a challenging
task and a minor improvement usually leads to large potential profits. From Table 4.2, we
can find that our model outperforms the baseline work in terms of the MSE loss.

4.4.3

Discussion

We will examine our experimental results from three perspectives: (1) On the Influence of
Pre-trained Embedding; (2) On the Influence of Transformer-based Prediction Model; (3)
On the Influence of the Hyper-parameter.
First, in comparison with the performance of two works using linear regression model,
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we find that the MSE decreases if we construct the input representation with embedding.
In addition, the best predictive performance cannot be attained if only weekly aggregated
search frequency (SVI) is used. These demonstrate the benefits of including the semantic
information in the model, especially the embedding of the search terms.
Second, the first two baseline methods take the sum of all search terms’ values as input,
which cannot capture the fact that they have different contributions on different days. The
performance of the proposed model with a self-attention mechanism shows that transformer model architecture is useful to predict stock return. Our proposed model can allocate different weights to different search terms regarding their importance for prediction on
different trading days during the online training and testing.
Finally, inspired by two main conclusions in Da et al. (2015), namely, 1) FEARS has a
negative correlation with the stock market performance, 2) short-term stock return predictability is reflected in the contrarian effect, we investigate the relative importance of the
change in FEARS and last week’s S&P500 return on the performance of prediction.
The hyper-parameter alpha defined in Eq. (4.1) represents the trade-off between the
FEARS index and last week’s stock return in the input. Higher scores of alpha represent
more semantic information that has been considered in the input. We select the optimal
value of alpha in terms of the performance of the stock return prediction on the development set. The best performance is achieved at alpha = 0.6. The MSE loss curve gradually
decreases as alpha increases before reaching its minimum at alpha = 0.6. It then ascends
abruptly until the MSE loss curve finally remained relatively stable towards alpha = 1.

4.5

Conclusion

This chapter proposes a novel method for refining the FEARS, leveraging search terms
embeddings to represent investor sentiment better. Also, a prediction model based on the
self-attention mechanism is introduced for stock return prediction. It aims to automatically
allocate different weights to different search terms considering their contribution to the
target trading day. The experimental results on our weekly dataset prove that the semantic
information benefits the task of stock return prediction, while a trade-off between the price
data and search volume data is useful to improve the performance.
In the future, we could continue contributing this work by extending the dictionary of
search terms, which is fixed in this work. Furthermore, it will be beneficial to dynamically
select the dictionary used for prediction in terms of their search volume in Google Trend
for capturing some significant fresh keywords.
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Part 2
Multi-modal Earnings Calls for Financial
Forecasting
In the previous chapter, we mainly focus on using unstructured text data for predicting the
stock price. In this part, we extend our research on leveraging the multi-modal earnings
call data for forecasting multiple financial indicators simultaneously, including the stock
return and volatility. Volatility predictions are of great practical value to predict listed
companies’ financial risk for investors and central to modern portfolio choice.
Chapter 5. In this chapter, we propose a novel hierarchical, transformer, multi-task architecture (HTML) designed to harness the text and audio data from quarterly earnings conference calls to predict future price volatility. While the current state-of-the-art language
model – Transformer-based methods – cannot deal with the input text beyond 512 tokens,
the main contribution for this chapter is that we propose the first Transformer-based model
that can process the long-form multi-modal data 4 .
Chapter 6. The benchmark dataset used in Chapter 5 only contains a single year’s earnings call data, and a large portion of the data is discarded because multi-modal data is
challenging to be aligned well. For this reason, we will build a large-scale well-aligned
earnings call dataset in the next chapter. Moreover, the HTML model largely ignores numeracy, which is crucial in financial documents. We will further enhance our model’s
numeral understanding ability using the structured adaptive training in Chapter 6. Finally,
we will perform a new novel trading simulation task under the Pareto Multi-task Learning
framework to evaluate our approach by predicting stock return and risk simultaneously 5 .

4

The work of Chapter 5 is adapted from:L. Yang, T.L.J. Ng, B. Smyth, R. Dong, HTML: Hierarchical
Transformer-based Multi-task Learning for Volatility Prediction, in The Web Conference (WWW) 2020
5
The work of Chapter 6 is combined from two papers:L. Yang* et al., MAEC: A Multimodal Aligned
Earnings Conference Call Dataset for Financial Risk Prediction, in CIKM-20 and L. Yang et al., Numeracyoriented Hierarchical Transformer for Financial Forecasting in Knowledge-Based Systems (Under review).
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CHAPTER

FIVE

Predicting Stock Volatility from
Multi-modal Earnings Call Data
5.1

Introduction

Predicting how the degree of variability in the price of a financial asset will vary over a
certain period – the so-called volatility of the asset – is an important financial analysis
task. Price volatility is generally considered a useful proxy for the level of risk associated
with an asset, and thus it plays an important role in assessing financial market risk and the
pricing of financial derivatives. As a result, developing effective techniques for predicting
price volatility has become increasingly important among academics and practitioners. 1
To a large extent, past research efforts have focused on the use of time-series modeling,
and prediction techniques using historical pricing data (Manela and Moreira, 2017; Zheng
et al., 2019; Kristjanpoller et al., 2014). However, with recent advances in natural language
processing (NLP), it has become possible to harness novel sources of data – from unstructured textual data in the form of financial news (Ding et al., 2015; Zhang et al., 2018a;
Yang et al., 2018), and financial reports (Hoberg and Phillips, 2016; Rekabsaz et al., 2017;
Kogan et al., 2009a), to real-time social media (Xu and Cohen, 2018; Bollen et al., 2011;
Oliveira et al., 2017; Yang et al., 2019a) – during the prediction process. Of particular
relevance to this work is the information contained in earnings call transcripts (Wang and
Hua, 2014; Qin and Yang, 2019; Kimbrough, 2005), which typically accompany the earnings reports of publicly traded companies. Generally speaking, these are conference calls
in which company executives discuss the latest results, offer guidance on their expectations for the coming year, and provide investors and analysts with an opportunity to ask
questions. The information conveyed during the conference call, and particularly the sub1

The work of Chapter 5 is adapted from:L. Yang, T.L.J. Ng, B. Smyth, R. Dong, HTML: Hierarchical
Transformer-based Multi-task Learning for Volatility Prediction, in: The Web Conference (WWW) 2020.
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Transcripts
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20 minutes of prep ared
remarks.
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Figure 5.1: An overview of our pipeline for volatility predictions.
sequent question-answer session with investors and analysts, can provide new information
(Q&A parts is not well prepared by executives) into the current state of the company and
its prospects, which, in turn, change investor perception of firm risk (price volatility). Indeed, recent work has shown how not only the text of the call can be useful (Larcker and
Zakolyukina, 2012; Bernard and Thomas, 1989; Hollander et al., 2010), but also the vocal content and features contained within the call audio (Hobson et al., 2012; Mayew and
Venkatachalam, 2012; Qin and Yang, 2019).
This work seeks to build on this recent research to explore further the utility of including textual and audio data from earnings calls for volatility forecasting. The overview of
the proposed method is described in Figure 5.1. The text and audio features are extracted
from transcripts, and audio records for a given earnings call, respectively, and the resulting
features are used as input features for a multi-task learner. The primary technical contributions include a description and evaluation of a novel, deep-learning architecture with
multi-modal multi-task learning.
We present our Hierarchical, Transformer-based, Multi-Task (HTML) model which combines a hierarchical, transformer (Vaswani et al., 2017) with multi-task learning (Luong
et al., 2015) in this work. Hierarchical models (Yang et al., 2016) have proven useful in
many sequence-to-sequence learning tasks, including machine translation and text summarization, and the approach is used here to extract the text features from call transcripts
that will be used as inputs to the multi-task learner. Following (Qin and Yang, 2019),
we extract 27 vocal features, including pitch, intensity, jitter, and the harmonic to noise
ratio using Praat (Boersma and Van Heuven, 2001). The audio and text features are combined in the information fusion layer to provide input features for the multi-task learner.
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Multi-task learning – exploiting similarities and differences between related, simultaneous
learning tasks – is used because it has proven to be successful when it comes to controlling
for overfitting and improving generalization (Caruana, 1993). We formulate the volatility
forecasting problem as a multivariate regression task, with textual and audio data as raw
inputs, and here we simultaneously learn models to predict: (1) average n-day volatility
(that is, the volatility of the following n days); and (2) single-day volatility (that is, the
volatility on a single day, n-days in the future).
The remainder of this chapter is organized as follows. The next section introduces the
background knowledge focusing particularly on the volatility prediction task, hierarchical model, multi-task learning, and multimedia information fusion. Then, section 5.3
describes the proposed approach in detail. Finally, before giving a conclusion in Section
5.5, we evaluate our method and present evaluation results using a benchmark dataset and
in comparison to several state-of-the-art baseline techniques in Section 5.4. The results of
this evaluation demonstrate clear and significant prediction accuracy benefits accruing to
our proposed approach, accuracy improvements in the range 17% - 49% compared to the
current state-of-the-art. Moreover, a detailed ablation study further clarifies the relative
contributions of each model component and data source to overall prediction accuracy.
We believe that these results establish this as a new performance benchmark for volatility
forecasting.

5.2

Related Work

This chapter brings together a number of different ideas – volatility prediction, hierarchical
model, multi-task learning, and multimedia information fusion – and in what follows, we
briefly summarise the relevant state-of-the-art in each of these areas.

5.2.1

Volatility Prediction

Predicting the historical volatility of publicly traded companies is an important financial
analysis task, and considerable research effort in the past has been devoted to producing
models that are capable of predicting pricing volatility for different time horizons. Recent
advances in machine learning mean that researcher attention has moved from conventional
time-series prediction approaches, based on historical pricing data, to more sophisticated
methods that incorporate alternative sources of (often unstructured) data such as text reports or social media. The work in (Qin and Yang, 2019) is especially relevant in this
context of this work as it provides a starting point for this work and the best available
baseline against which to evaluate our progress. We argue that the model proposed by (Qin
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and Yang, 2019) does not sufficiently investigate the power of both verbal and vocal information and that it fails to exploit the interaction between the text and audio information
fully. The improvements derive from three aspects. First, we show how enriched textual
and audio data can be extracted from call data using co-evolutionary methods. Second, we
demonstrate how using a pre-trained language model, and hierarchical features can greatly
improve the representations used for learning and prediction. Finally, a key novelty of the
present work stems from the way in which textual and audio features are integrated for
multi-task learning, which, as we shall see later, leads to significant prediction benefits.

5.2.2

Hierarchical Transformer

Hierarchical learning techniques have recently proved to be successful across a variety of
NLP tasks. Hierarchical attention networks were first proposed by (Yang et al., 2016) as
a way to generate richer and more powerful natural language representations based on the
LSTM model. Since then they have been applied to good effect in document classification, relation extraction, and machine translation. The result suggests that similar techniques might prove to be useful when it comes to extracting textual features from earnings
call transcripts. Moreover, the idea of combining hierarchical and multi-task learning, by
using a hierarchical framework consisting of several relevant tasks as a joint multi-task
learning model, was first proposed by (Hashimoto et al., 2017); see also the work of (Sanh
et al., 2019b) on the use of a hierarchical architecture for learning word embeddings from
semantic NLP tasks. To the best of our knowledge, hierarchical architectures based on
transformers have never been considered for processing long-form documents hierarchical
architectures based on transformers have been developed .

5.2.3

Multi-task Learning

In this chapter, we propose a hierarchical, multi-task learning approach consisting of two
financial forecasting tasks. The primary task involves predicting asset volatility over a
given period (number of days), while our secondary task involves predicting asset volatility
for a single day. Our intuition is that this multi-task learning framework will improve
prediction performance by reducing the representation bias of our model, and, to the best
of our knowledge, this is the first time that a hierarchical, multi-task transformer has been
used for volatility prediction.
From the finance literature, previous works have explored very little on the multi-task
learning approach from a machine learning perspective, whilst multi-task learning is a natural fit in financial forecasting where we are interested in obtaining predictions for multiple
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tasks at once. Hence, we adopt a novel multi-task learning technique to predict two similar but different volatility indicators representing the financial risk. Though our model is
built specifically for predicting volatility, the idea of using the Hierarchical Transformerbased Multi-task Learning (HTML) model to solve multiple tasks simultaneously can be
generalized to other tasks.

5.2.4

Multi-model Learning

In this work we focus on learning from different types of data – text and audio – which
has often proven challenging in the past because of the challenges associated with combining fundamentally different features. However, recent progress in deep learning research
has led to significant improvement in similar multi-modal learning tasks, whereby highlevel embeddings from different types of data are integrated via a deep neural network
(Ma et al., 2019). For instance, the Vision-and-Language BERT (ViLBERT) (Lu et al.,
2019) learns task-agnostic joint representations of image and natural language content.
Elsewhere, related ideas have been used to combine text and image information for multimodal review generation (Truong and Lauw, 2019). To date, the use of audio data sources
has been all but absent from financial applications, with the exception of (Qin and Yang,
2019). Given the effectiveness of recent multi-modal approaches and the availability of
task-relevant text and audio data for volatility forecasting, it is clear that these techniques
warrant further consideration, hence the approach is taken in the present work.

5.3

Approach

Figure 5.2 summarizes the proposed HTML model which contains four components: (1)
token-level transformer encoder; (2) multimedia information fusion; (3) sentence-level
transformer encoder; and (4) multi-task prediction. Briefly, to begin with, text and audio
features are extracted from the raw text/audio call content: text tokens are extracted from
the text data and encoded into a vector using a pre-trained language model, while a range
of 27 different audio features is extracted from the audio data using Praat (Boersma and
Van Heuven, 2001), based on the sentence-level audio clips, and in line with the approach
described by (Qin and Yang, 2019). The resulting text and audio features are combined by
the information fusion layer and used as input for the sentence-level transformer encoder to
generate a new intermediate, multi-modal representation to act as the input representation
for the multi-task learner. The multi-task prediction layer generates average and single-day
volatility prediction based on the inputs from the sentence-level transformer encoder. A
more detailed implementation of each of these components is presented in the following.
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Figure 5.2: The architecture of HTML model.

5.3.1

Token-level Transformer Encoder

To describe the token-level transformer encoder in more detail, we let Wi =

|W |
wi1 , wi2 , ..., wi i be a text-based sentence, where |Wi | is the length of the sentence
|W |

Wi and wi i is an artificial EOS (end of sentence) token. The word embedding matrix
associated with sentence Wi is initialized as


|t |
Ei = e1i , e2i , . . . , ei i

where eji = e wij + pj .

(5.1)

Here e(·) maps each token to a d dimensional vector using the WWM-BERT, and pj is the
position embedding of the token wij with the same dimension d. Consequently, eji ∈ Rd
for all j. The calculation of the position embeddings is performed in the same manner as
in (Vaswani et al., 2017):

pj,2m = sin j/100002m/d
(5.2)

pj,2m+1 = cos j/100002m/d
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(5.3)

where j is the position of the token and m is the dimension of the embedding.
A sentence representation Ti ∈ Rdt of the sentence Wi is calculated by average pooling
that operates over the second last layer of network due to the experimental experience,
where dt represents the default dimensions of word embeddings.

5.3.2

Multimedia Information Fusion

The sentence representations and the corresponding audio features are then combined. An
earnings call document is represented as


(k) (k)
(k)
D(k) = s1 , s2 , . . . , sM


(k)
(k)
(k)
where si = (Ti , Ai ) + Pi .

(5.4)

Here Tik and Aki represent the sentence and audio features of sentence i in document D(k) ∈
RM ×ds , and Pi ∈ RM ×ds denotes the trainable sentence-level position embedding, and M
is the maximum number of sentences in any document.

5.3.3

Sentence-level Transformer Encoder

The sentence-level transformer encoder extracts sentence-level features for prediction. The
architecture of this encoder is shown in Figure 5.3. In particular, the architecture consists
of two-layer normalization steps (Ba et al., 2016):
H = LayerNorm D(k) + MultiHead D(k)



L(k) = LayerNorm(H + MLP(H))

(5.5)

(5.6)

where LayerNorm is layer normalization introduced in (Ba et al., 2016), MLP denotes a
two-layer feed-forward network with ReLU activation function, and MultiHead denotes
the multi-head attention mechanism proposed in (Vaswani et al., 2017).
The multi-head attention applied to the documents {Dk } is calculated as follows:
MultiHead = Concat (head1 , . . . , headh ) W O

(5.7)

headi = Attention (Q, K, V )

(5.8)

58

where Q = D(k) WiQ ,
K = D(k) WiK ,

(5.9)

V = D(k) WiV
where WiQ , WiK , WiV ∈ Rds ×ds are weight metrics, and the attention is computed as

Attention (Q, K, V ) = softmax

QK >
√
ds


V

(5.10)

for some input query, key and value matrices Q, K, V ∈ RM ×ds . The h outputs from
the attention calculations are concatenated and transformed using a output weight matrix
W o ∈ Rds h×ds .

5.3.4

Multi-task Prediction Layer

The multi-task prediction layer consists of two separate single-layer feed-forward networks. An average pooling is first applied to the output of the sentence-level transformer
encoder, where the resulting output is then fed into these two feed-forward networks. The
objective function is a weighted average of the loss of the two prediction tasks:
P
(ŷi − yi )2 + (1 − α) j (ŷj − yj )2
(5.11)
F=
2n
where ŷi and ŷj are the predicted values for the main and auxiliary tasks, respectively, and
yj denote the corresponding true volatility. The weight α ∈ [0, 1] controls the importance
of the auxiliary task and is tuned using the validation set. We use Adam (Kingma and
Ba, 2014) as the optimizer and adopt the decay learning-rate to train our model until loss
converge.
α

5.4

P

i

Evaluation

We describe the dataset for our application and several baselines for the task of stock
volatility prediction. A metric to assess and compare the performance of each method is
also introduced.
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Figure 5.3: The sentence-level transformer mechanism. It contains self-attention mechanism and multi-head attention.

5.4.1

Data and Methodology

The dataset used in this chapter is a public S&P 500 Earning Conference Calls dataset
used by (Qin and Yang, 2019)1 . It contains the audio records and the corresponding text
transcripts from earnings calls for 500 large public companies traded on American stock
exchanges (S&P 500) during 2017. There are 2,243 earnings conference calls in 2017
in the raw dataset. However, a large proportion of raw data was discarded because the
audio-text alignment is very noisy and is prone to errors. So, there are 576 unique training
instances (six of them are blank files) in which the audio records are sufficiently closely
aligned with the corresponding text transcripts in total; the remainder of instances are removed due to a lack of alignment between the audio and text content. These 570 earning
calls correspond to 88,829 aligned sentences (text and audio). In addition to this call data,
we downloaded the dividend-adjusted closing prices needed for volatility prediction from
Yahoo Finance 2 . Also, the pre-trained WWW-BERT model 3 is used to form text representation for each input token, and consequently, a sentence representation is obtained.

5.4.1.1

Measuring Asset Volatility

Following (Kogan et al., 2009a; Rekabsaz et al., 2017; Qin and Yang, 2019), we use log
volatility (Li and Hong, 2011; Liu and Tse, 2013) as our basic measure of average n-day
1

Earning call dataset: https://github.com/GeminiLn/EarningsCall Dataset
https://finance.yahoo.com/
3
https://github.com/google-research/bert
2
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volatility; see Equation 5.12.
s

Pn

i=1

v[0,n] = ln 

2



(ri − r) 
n

(5.12)

In Equation 5.12, ri is the stock return on day i and r is the average stock return in a
window of n days. The return is defined as ri = (Pi − Pi−1 )/Pi−1 , where Pi is the
adjusted closing price of a stock on day i.
The single-day log volatility is estimated by the daily log absolute return, as in Eq. 5.13,
where vn can also be considered a noisy proxy of log volatility (Brandt and Jones, 2006).

vn = ln

Pn − Pn−1
Pn−1


(5.13)

Our multi-task learning objective is to simultaneously predict these two quantities v[0,n]
and vn using our input data; predicting v[0,n] is our main task, while predicting vn is our
auxiliary task.

5.4.1.2

Baselines

We compare our approach to volatility prediction to several important baselines, chosen
to reflect the range of approaches that have been applied to the volatility forecasting task,
and also including the current state-of-the-art. These baselines can be grouped depending on whether they use historical pricing data (Kim and Won, 2018; Gers et al., 1999;
Wang et al., 2016; Luong et al., 2015) (classical approaches), more recent uses of textual
data (Tsai and Wang, 2014; Yang et al., 2016), or even more recent uses of multi-modal
data (Poria et al., 2017; Qin and Yang, 2019). In each case, we outline several different baselines, which, to the best of our knowledge, collectively offer the best available
volatility prediction methods at the time of writing.
The following approaches all rely on historical pricing data only as the basis of volatility
prediction:
1. Classical Methods: Its include the GARCH model (an classical auto-regressive
volatility prediction model) (Franses and Van Dijk, 1996) and its variants (Kim and
Won, 2018). These are among the most common approaches for volatility prediction. They are designed for short term volatility prediction, and tend to be less
effective when it comes to average (n-day) volatility prediction. Therefore, the more
effective prediction results corresponding to the ARCH are reported here.
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2. LSTM (Gers et al., 1999): Long short-term memory networks (LSTMs) are widely
used in financial time series prediction. We choose a simple LSTM as a benchmark
for volatility prediction using the preceding, optimal, n-day historical volatility.
3. LSTM+ATT (Wang et al., 2016): By incorporating an attention mechanism with an
LSTM we can build a prediction model that can focus on specific period of volatility
in the training data, rather than assuming uniform historical data.
4. MT-LSTM+ATT (Luong et al., 2015): This multi-task variation combines average
n-day volatility (the primary prediction task) with single-day volatility prediction
using attention-based LSTMs as the underlying learners.
The following text-based approaches all rely on earnings call transcripts for volatility prediction. The baselines themselves reflect recent significant progress in this task and include
the current state-of-the-art in volatility prediction tasks.
1. SVR+RBF(TF-IDF) (Tsai and Wang, 2014): Following previous studies (Tsai and
Wang, 2014), Support Vector Regression (SVR) with a Radial Basis Function(RBF)
kernel is adapted for stock volatility prediction, representing each instance as a vector of TF-IDF scores (Term Frequency-Inverse Document Frequency (Wu et al.,
2008)) for each term in an earnings call transcript. The TF-IDF of a given term t is
calculated as


|di |
log (1 + tcdi (t))
log 1 +
kdi k
df (t)
where tcdi (t) is the number of occurrences of term t in transcript i, kdi k denotes the
Euclidean norm of the term weights of the transcript, and |di | is the number of the
terms in the transcript.
2. SVR+RBF(Glove): This baseline again uses SVR+RBF but with each transcript
term mapped to a pre-trained Glove 300-dimensional embedding (Pennington et al.,
2014) so that the transcript is represented as a weighted average of the embeddings.
This intuition is that this provides a richer transcript representation than using the
raw terms.
3. HAN (Glove) (Yang et al., 2016): For this baseline, we use a Hierarchical
Attention Network with two levels of attention mechanisms, which are applied to
word and sentence levels. Each word in a sentence is first converted to a word
embedding using the pre-trained Glove 300-dimensional embeddings. Then each
sentence, with its embedded words, is input into a Bi-GRU encoder (Bahdanau
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Table 5.1: Parameter Settings of HTML model for Volatility Prediction.
Parameters

Values

Number of layers
Number of heads
Learning rate
Batch size
Max sequence length
Dropout probability

2
2
2e-5
4
520
0.5

et al., 2014; Chung et al., 2014), while another Bi-GRU encoder is used to represent
each document as a sequence of sentences. The document representation is then
passed to the final regression layer for predictions.

Multi-modal baselines: These baselines all combine transcript text and audio data and
the MDRM version represents the current state-of-the-art in volatility prediction.
1. SVR (Glove+Audio) (Qin and Yang, 2019): Both text and audio features are used
as input features for a SVR in which both types of input are fused using a simple
shallow model.
2. bc-LSTM (Glove+Audio) (Poria et al., 2017): We use a bi-directional contextual
LSTM, proposed by (Poria et al., 2017), to extract context-dependent multi-modal
utterance features, including text features, audio features, and video features.
3. MDRM (Qin and Yang, 2019): This recent multi-modal deep regression model is
the current state-of-the-art in volatility prediction.
The overfitting problem of audio-only model is reported in the previous work (Qin and
Yang, 2019). For this reason, different from the previous work, we discuss our model’s
performance in two scenarios: text-only and text+audio.

5.4.1.3

Evaluation Metric

To facilitate a direct comparison with the current state-of-the-art (the MDRM based on
(Qin and Yang, 2019)) we follow the evaluation carried out by (Qin and Yang, 2019)
by splitting our dataset into mutually exclusive training/validation/testing sets in the ratio
7:1:2, and the 7:1:2 split refers to the earning calls. We sort the dataset (i.e. earning calls)
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in chronological order because the future data cannot be used for prediction. For each
baseline (plus our HTML approach), each model is trained using the training set.
In line with best practice, model hyperparameters are tuned using the validation set. In
particular, the maximum sequence length is set as 520 following (Qin and Yang, 2019),
and for the token-level model, we use the default settings for the hyper-parameters of
WWM-BERT to encode each token. Based on that, we develop an agile transformer in
the sentence-level to reduce the training and prediction time. We use a grid search to
determine the optimal parameters and select the learning rate λ for Adam among {1e-5,
2e-5, 5e-5, 1e-4, 2e-4, 5e-4}, the depth of transformer layers h ∈ {1, 2, 3, 4}, the number
of multi-head attention m ∈ {1, 2, 3, 4}, and the batch size b ∈ {4, 8, 16, 32}. The optimal
hyper-parameters are shared among all settings except the trade-off parameter α between
two tasks. The different optimal parameters α are tuned on the validation set for different
n − days volatility predictions. Each of these tuned models is then evaluated based on
its ability to predict average n-day volatility using the test set, for n = 3, 7, 15, 30. The
resulting optimal hyperparameter values used are reported in Table 5.1.
The resulting predictions are compared to the actual volatility values to compute a mean
squared error; see Equation 5.14, where ŷi is the predicted value, yi denotes the actual
volatility.
P
M SE =

5.4.2

i

(ŷi − yi )2
n

(5.14)

Results

The results of this evaluation are presented in Table 5.2, for each of the baselines and a
number of variations of our HTML model, for 3, 7, 15, and 30-day time-periods. It should
be clear that significant prediction benefits accrue to the HTML model. The HTML model
achieves the highest prediction performance (lowest MSE values) for each of the target
time-periods. In particular, the text-only and text+audio versions of HTML generate predictions with substantially lower errors compared to the corresponding versions of the current state-of-the-art, MDRM alternative. These error improvements relative to MDRM are
substantial significant, varying with the time-period as follows: 3-days (+38.4%), 7-days
(+16.9%), 15-days (+49.0%), and 30-days(+38.7%). Improvements of this scale, relative
to the state-of-the-art, are likely to translate into substantial practical benefits and suggest that this new HTML approach stands as a new performance benchmark for volatility
forecasting.
In addition to such overall performance measures, however, we are also interested in better
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Table 5.2: The average n-day volatility prediction errors for our approach (HTML) and the
various baselines, including the MDRM state-of-the-art. The MSE in bold indicates the
best MSE across all approaches, while those in italics indicate the stae-of-the-art MSEs.
Price-based Methods

n=3

Linear Regression
LSTM
LSTM+ATT
MTLSTM+ATT

1.710 0.526 0.330 0.284
1.970 0.459 0.320 0.235
1.852 0.470 0.308 0.231
1.983 0.435 0.304 0.233

Text-based Methods

n=3

n=7

n=15

n=30

SVR+RBF(TF-IDF)
SVR+RBF(Glove)
HAN(Glove)

1.695
1.667
1.426

0.498
0.549
0.461

0.342
0.345
0.308

0.249
0.275
0.198

Multimodal Methods

n=3

n=7

n=15

n=30

0.501
0.436
0.439
0.440
0.420
0.372
0.349

0.307
0.304
0.309
0.315
0.300
0.153
0.251

0.233
0.219
0.219
0.224
0.217
0.133
0.158

SVR(Glove+Audio)
bc-LSTM(Glove+Audio)
MDRM (Qin and Yang, 2019)
HTML (Ours)

Text+Audio 1.722
Text+Audio 1.418
Text Only
1.431
Audio Only 1.412
Text+Audio 1.371
Text Only
1.175
Text+Audio 0.845

n=7

n=15

n=30

understanding the different relative contributions, if any, that the design decision of the
HTML model makes when it comes to prediction performance. Thus, in the following
subsections, we consider a number of related evaluation questions to better understand the
relative contributions of data sources and model components.

5.4.3

Discussion

Table 5.2 shows how both text-based and multi-modal approaches consistently outperform
methods based purely on historical pricing for short-term (n = 3) and long-term (n = 30)
volatility prediction. Excluding the HTML model, the performance of price-based methods and other methods offer comparable for medium-term (n = 7, 15) volatility prediction
performance. Moreover, in the case of HTML, its prediction performance always exceeds
that offered by pricing-based methods, regardless of n. It provides strong evidence in
support of the idea that text and audio features can improve volatility prediction. It is
also worth noting that using the pure textual data, the hierarchical attention network outperforms the state-of-the-art multi-modal method. This finding enlightens us on further
investigating the impacts of audio features.
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On the Utility of Audio Features Previous research (Qin and Yang, 2019) has demonstrated the benefits of combining text with audio data, compared to text-only features, in
volatility prediction; (Qin and Yang, 2019) reported significant differences, based on a
one-tailed t-test, for n=3/n=7 p ≤ 0.001 and for n=15 p ≤ 0.01). For HTML, the benefits
of using multimodel learning are statistically significant for n=3 only, however (p ≤ 0.01).
HTML delivers its most accurate short-term predictions using text+audio, but its most accurate long-term predictions come from the text-only version. It may hint that short-term
volatility is more greatly influenced by the vocal cues contained within audio features,
although further research is required, as short-term volatility may also be impacted by opportunistic effects such as so-called post-earnings announcement drift (PEAD) (Bernard
and Thomas, 1989).

On the Benefits of the Hierarchical Transformer Architecture We explore the benefits of attention mechanisms for price-based and text-based models separately. For technical analysis, the attention mechanism based on LSTM achieves some minor improvement in almost all of the settings, excluding n=7. While in the text-based methods, if we
adapt a hierarchical attention network (HAN) with a bi-directional GRU model, we note
a distinct improvement. It is noteworthy that HAN outperforms the state-of-the-art multimodal results for n=30. This finding provides further evidence in support of the idea that
audio features are unlikely to contribute significantly to longer term volatility predictions.
We also compare the results obtained from the attention model used in HAN and our
Hierarchical Transformer, which contains self-attention and mutual-head attention, with
text-only data. The performance of our model is stronger on all tasks, suggesting improvements due to the progressive architecture of Hierarchical Transformer and the use of
pre-trained word embeddings.
Regarding the embeddings used, the results of an ablation study on the different embeddings used by HTSL and HTML approaches used in this work are presented in Table 5.3.
As might be expected, WWM-BERT has a beneficial effect on each prediction task compared to Glove, although adding audio features to the Glove embeddings offers similar
performance benefits.

Single-Task vs Multi-Task Approaches Also, in Table 5.3, we can see how the multitask approach tends to offer improved performance compared to the single-task approach.
On a like-for-like basis, most of the multi-task variations in Table 5.3 present that we superior prediction performance compared to the corresponding single-task variation, especially
for long-term prediction tasks.
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Table 5.3: Ablation studies on the multi-task learning and embeddings. HTSL and
HTML are short for Hierarchical Transformer-based Single-task Learning and Hierarchical Transformer-based Multi-Task Learning respectively.
Model

Embeddings
Glove
Glove+Audio
HTSL
WWM-BERT
WWM-BERT+Audio
Glove
Glove+Audio
HTML
WWM-BERT
WWM-BERT+Audio

n=3
1.558
1.313
1.344
1.087
1.574
1.278
1.175
0.845

n=7
0.469
0.389
0.363
0.432
0.474
0.370
0.372
0.349

n=15
0.291
0.330
0.271
0.308
0.276
0.282
0.153
0.251

n=30
0.181
0.238
0.162
0.181
0.164
0.201
0.133
0.158

We further explore how the auxiliary (single-day prediction) task affects prediction performance. The auxiliary weight α is important because it determines the relative weight
of each task during learning. In particular, using text-only data the optimal value for α
(minimum MSE on the main task) varies in the range 0.5 to 0.8 for different values of n,
whereas for multi-modal data it tends to be lower, in the range 0.4 to 0.6, for varying n.
By tuning α during the validation stage, we are effectively trading-off n-day prediction
performance and single-day prediction performance, and overall we can see that n-day
performance can be optimized by tuning in this way as shown in Figure 5.4.

5.5

Conclusion

In this chapter, we have proposed a hierarchical, transformer-based, multi-task learning
(HTML) model for volatility prediction based on the text and/or audio of earning calls.
The model builds on very recent work by (Qin and Yang, 2019) and delivers substantial
performance improvements for short and long-term volatility prediction, providing a new
performance benchmark for this task. Moreover, our evaluation includes a detailed study
of various experimental conditions to better understand the relative contributions of different aspects of the proposed model to prediction performance.
The utility of audio data, and vocal features, in this important financial prediction task,
suggests there exists a significant opportunity to explore the use of audio features in a
range of related or complementary tasks (e.g. asset pricing, stock recommendation etc.),
where such data is readily available alongside more traditional forms of financial data.
Furthermore, numbers are treated as plain words or ‘UNK’ tokens in language models,
including HTML. Given the ubiquity of numbers and their fundamental differences with
words in financial documents, enabling models to represent them effectively could benefit
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Figure 5.4: Validation MSE as a result of varying α. Left and right y-axis represent the
validation MSE of primary task and auxiliary task respectively.
from using earnings call data to predict the stock market. For this reason, we will explore the opportunity of using the structured adaptive pretraining to improve the language
model’s numeral understanding abilities as of much importance.
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CHAPTER

SIX

Numeracy-oriented Multi-task Learning
for Building Trading Strategies
6.1

Introduction

Traditionally, financial analysts and economists have relied on quantitative indicators derived from financial statements as a basis for prediction 1 . Recently, researchers have
turned their attention to applying advanced NLP techniques to various data sources, such
as financial reports, corporate disclosures, aggregated news and more recently, this has
even included the use of audio data from earnings conference calls. The advances have
been enabled for at least two important reasons: (1) the development of new algorithms
and techniques that are capable of analyzing natural language at scale (Araci, 2019; Chen
et al., 2018; Wu et al., 2018); and (2) the availability of large-scale real-world datasets
(Chen et al., 2019b; Rekabsaz et al., 2017). Recently, multi-media datasets have proven to
be especially important, and text, images, audio, video datasets have been combined in a
variety of ways to address many challenging tasks in a variety of domains from health to
business (Qin and Yang, 2019; Lee and Yoo, 2019). In this chapter, we pay attention to the
multi-modal aligned earnings conference calls dataset for multi-task financial forecasting.
It is the very nature of the stock market that even the most modest of advantages (e.g.
speed of trade) can be parlayed into significant financial rewards. Hence, it comes as
no surprise that traders have long been attracted to the idea of using historical data to
predict future stock market trends. However, the stochastic nature of the stock market
has proved to be very challenging when it comes to provide accurate future forecasts,
especially when relying on pricing data alone (Moskowitz et al., 2012; Kristjanpoller et al.,
1

The work of Chapter 6 is adapted from two papers:L. Yang* et al., MAEC: A Multimodal Aligned
Earnings Conference Call Dataset for Financial Risk Prediction, in CIKM-20(Li et al., 2020a) and L. Yang
et al., Numeracy-oriented Hierarchical Transformer for Financial Forecasting, in Knowledge-Based Systems
(Under review)
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2014; Manela and Moreira, 2017; Zheng et al., 2019; Pitkäjärvi et al., 2020). However,
recent advances in natural language processing (NLP) and deep learning (DL) introduce
novels sources of data — textual data in the form of financial news (Ding et al., 2014;
Yang et al., 2018; Hu et al., 2018b; Chen et al., 2019a; Du and Tanaka-Ishii, 2020) and
financial reports (Duan et al., 2018; Kogan et al., 2009b) to real-time social media (Xu and
Cohen, 2018; Feng et al., 2018) — which may lead to be effective forecasting predictions.
Of particular relevance to this paper is the earnings call data (Kimbrough, 2005; Wang
and Hua, 2014; Qin and Yang, 2019) that typically accompany the (quarterly) earnings
reports of publicly traded companies. The multi-modal data associated with these reports
include the textual data of the report itself plus the audio of the so-called earnings call
where the report is presented to relevant parties, including a question-and-answer session
with relevant company executives. The intuition is that the content of such a report and the
nature of the presentation and Q&A may encode valuable information to determine how
a company may perform in the coming quarter and, more immediately relevant, how the
market will respond to the earning report.
Previous work on using earnings conference calls has mostly considered the volatility prediction (Qin and Yang, 2019; Yang et al., 2020b; Sawhney et al., 2020b; Ye et al., 2020),
to predict the subsequent stock price fluctuation over a specified period (e.g., three days
or seven days) after the earnings call (Bollerslev et al., 2016; Rekabsaz et al., 2017). An
even more challenging, yet potentially more valuable signal, especially when it comes
to optimising a real-world trading strategy, is the predicted stock return. While this has
been explored by using financial news data (Ding et al., 2014, 2015; Chang et al., 2016;
Duan et al., 2018; Du and Tanaka-Ishii, 2020) and analyst reports (Kogan et al., 2009b;
Loughran and McDonald, 2011; Chen et al., 2021b), the use of earnings call data remains
largely unexplored. One notable exception is Sawhney et al. (2020b), which considers
stock movement prediction as an auxiliary task for enhancing the financial risk predictions. In particular, they show that multi-task learning is useful for improving volatility
prediction at the expense of lower price movement prediction accuracy.
The main objective of this work is to explore the use of earnings calls data for stock
movement prediction. The starting point for this work is the multi-task learning approach
described by (Yang et al., 2020b), which leverages textual and audio earnings call data
with additional vocal features extracted by Praat (Boersma and Van Heuven, 2001). In this
work, we quantify the effectiveness of textual and vocal information from earnings calls to
predict stock movement using this baseline model. We then go on to extend this model by
describing three auxiliary loss functions to investigate the utility of a more sophisticated
representation of numerical data during prediction. Thus the central advance in this work
is a novel, numeric-oriented hierarchical transformer model (NumHTML) for the predic-
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tion of stock returns, using multi-modal aligned earnings calls data by taking advantage of
the auxiliary task (volatility prediction), different categories of numerical data (monetary,
temporal, percentages etc.), and their magnitude, motivated by the fact that volatility is a
relevant factor to future stock trends and the assumption that better numerical understanding can benefit forecasting. These components are integrated through a novel structured
adaptive pre-training strategy and Pareto Multi-task Learning2 .
We present the results of a comprehensive evaluation on a real-world earnings call dataset
to show how the model can be more effective than the baseline system, facilitating more
accurate stock returns predictions without compromising volatility prediction (Qin and
Yang, 2019; Yang et al., 2020b; Sawhney et al., 2020b). We also present the results of a
realistic trading simulation to show how our approach can generate a significant arbitrage
profit using a real-world trading dataset.

6.2

Related Work

This chapter brings together several areas of related work – Stock Movement Predictions,
Multi-modal Aligned Earnings Call, and Representing Numbers in Language Models – and
in what follows, we briefly summarise the relevant state-of-the-art in each of these areas
as it relates to our approach. We are the first to examine whether pre-trained models with
better numerical understanding can improve performance on financial forecasting tasks
based on the multi-modal data.

6.2.1

Stock Movement Predictions

While there has been a long-standing effort when it comes to applying machine learning
techniques to financial prediction (Da et al., 2015; Xing et al., 2018a, 2019), typically by
using time-series pricing data, reliable and robust predictions have proven to be challenging due to the stochastic nature of stock markets. However, recent work has shown some
promise when it comes to predicting stock price movements using deep neural networks
with rich textual information from financial news and social media (primarily Twitter)
(Liu and Tse, 2013; Ding et al., 2014, 2015; Xu and Cohen, 2018; Duan et al., 2018; Yang
et al., 2018; Feng et al., 2018). By taking advantage of much richer sources of relevant
data (news reports, export commentaries etc.), deep learning techniques have been able to
generate more robust and accurate predictions even in the face of market volatility.
Elsewhere, researchers have considered the role of opinions in financial prediction. For
2

All code and datasets will be released on GitHub.
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example, one recent study (Chen et al., 2021a) has shown how that the opinions from company executives and managers or financial analysts can be more effective than the opinions
of amateur investors when it comes to predicting the stock price. However, previous works
using earnings calls data typically focus on the financial risk (volatility) prediction, while
whether volatility prediction can help predict movement has been less well covered.

6.2.2

Representing Numbers in Language Models

Current language models treat numbers within the text input as plain words without understanding the basic numeric concepts. Given the ubiquity of numbers, their importance
in financial datasets, and their fundamental difference with words, developing richer representations of numbers could improve the model’s performance in downstream financial
applications (Chen et al., 2019b; Sawhney et al., 2020b). Progress towards deeper numerical representations has been limited but promising. For example, previous work,
represented by the DROP (Dua et al., 2019), presents a variety of numerical reasoning
problems. Different from the existing works that pay attention to explore the capability
of pretrained language models for general common-sense reasoning (Zhang et al., 2020),
and math word problem-solving (Wu et al., 2021), we focus on improving the numeral
understanding ability of language models for financial forecasting, motivated by the fact
that financial documents often contain massive amounts of numbers. In particular, we
consider two tasks – Numeral Category Classification (Chen et al., 2018, 2019b, 2021a)
and Magnitude Comparison (Wallace et al., 2019b; Naik et al., 2019) – using a structured
adaptive pre-training strategy to improve the capability of pretrained language models for
multi-task financial forecasting.

6.2.3

Multi-modal Aligned Earnings Call Data

Earnings conference call is typically presented by leading executives of publicly listed
companies and provide an opportunity for the company to present an explanation of its
quarterly results, guidance for the upcoming quarter, and an opportunity for some in-depth
Q&A between the audience and company management (Keith and Stent, 2019). An early
study (Larcker and Zakolyukina, 2012) mentioned that text-based models could reveal
misleading information during earnings calls and cause stock price swings in financial
markets and most unstructured data resources are still text data. So far, the multi-modal
aligned earnings call data mainly refers to the sentence-level text-audio paired data resource, represented by Qin and Yang (2019) and Li et al. (2020a). While previous works
(Qin and Yang, 2019; Yang et al., 2020b; Sawhney et al., 2020b) mainly explore the bene-
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Figure 6.1: Overall architecture of NumHTML. We use the surrounding tokens around
[MASK] to classify the numeral categories.
fits of audio features for volatility predictions, we propose a different research question that
whether adaptive pre-training and volatility prediction loss can benefit the performance of
stock prediction by using multi-modal aligned earnings call data.

6.3

Approach

The NumHTML model proposed in this work is shown in Figure 6.1 and is made up of
four components: (1) word-level encoder; (2) multimedia information fusion; (3) sentencelevel encoder; and (4) pareto multi-task learning. Briefly, a key innovation in this work
is the use of a novel structured adaptive pre-training approach to improve how numeric
information is treated during the word-level encoding of earnings calls transcripts. Then,
sentence-level text features are aligned with 27 classical audio features extracted from
earnings calls audio (Boersma and Van Heuven, 2001) based on the approach described
by Qin and Yang (2019). Next, the information fusion layer is responsible for combining
the resulting text and audio features into a single representation for use by the sentencelevel encoder to generate a multi-modal input that is suitable for training and prediction.
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6.3.1

Structured Adaptive Pre-training

The pre-training process consists of two main tasks, Numeral Category Classification and
Magnitude Comparison, in order to improve the representation of numerical data. During
Numeral Category Classification, sentences that contain numeric data are categorised as
belong to one or more of four main classes: monetary, temporal, percentage, and other.
This categorisation process uses a set of trigger tokens and rules so that, for example, in
the sentence ”During 2020 profits increased by 13% to $205m” presumably this is tagged
as monetary (because of the $205m), temporal (2020) and percentage (%). We freeze the
penultimate layer of fine-tuned whole-word-masked BERT (WWM-BERT) model before
fine-tuning for the next numeral understanding task, Magnitude Comparison.
Following Wallace et al. (2019b), Magnitude Comparison is probed in an argmax setting.
Given the embeddings for five numbers, the task is to predict the index of the maximum
number. Each list consists of values of similar magnitude within the same numeral type
in order to conduct a fine-grained comparison. For example, for a given list containing
five monetary numbers [$1.2, $2.5, $5, $9.8, $9.9], the training goal is to find the largest
position value within this five values. In this given example, the golden label should be
[0, 0, 0, 0, 1]. Softmax is used to assign a probability to each index using the hidden state
trained by the negative log-likelihood loss. In practice, we shape the training/test set by
uniformly sampling raw earnings call transcript data without placing back. A BiLSTM
network will be fed with the list of token embeddings – varying from the pre-trained embeddings to the fine-tuned embeddings – connected with a weight matrix to compare its
performance. The token-level encoder tuned by the structured adaptive pre-training is used
for shaping the sentence-level textual embedding.

6.3.2

Sentence-level Transformer Encoder

Following Chapter 5, we adopt the hierarchical transformer encoder for representing the
sentence-level, audio-text aligned, multi-modal data. The fine-tuned, numeric-oriented,
WWM-BERT model has been used as the token-level transformer encoder (Vaswani et al.,
2017). In this phase, we keep adjusting the fine-tuned model for our Pareto multi-task
regression task.
To describe the token-level transformer encoder in more detail, we let Wi =

|W |
wi1 , wi2 , ..., wi i be a text-based sentence, where |Wi | is the length of the sentence
|Wi |

Wi and wi

is an artificial EOS (end of sentence) token. The word embedding matrix
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associated with sentence Wi is initialized as
Ei =



|t |
e1i , e2i , . . . , ei i




where eji = e wij + pj .

(6.1)

Here e(·) maps each token to a d dimensional vector using the WWM-BERT, and pj is the
position embedding of the token wij with the same dimension d. Consequently, eji ∈ Rd
for all j.
A sentence representation Ti ∈ Rdt of the sentence Wi is calculated by average pooling which operates over the second last layer of network, where dt represents the default
dimensions of word embeddings.
The sentence representations and the corresponding audio features are then combined. An
earnings call document is represented as


(k) (k)
(k)
D(k) = s1 , s2 , . . . , sM


(k)
(k)
(k)
where si = (Ti , Ai ) + Pi .

(6.2)

A more detailed implementation of the hierarchical transformer encoder has been already
described in Chapter 5. Here Tik and Aki represent the sentence and audio features of
sentence i in document D(k) ∈ RM ×ds , and Pi ∈ RM ×ds denotes the trainable sentencelevel position embedding, and M is the maximum number of sentences in any document.

6.3.3

Pareto Multi-task Learning

We adopt the Pareto Multi-task Learning algorithm (Pareto MTL) proposed by Lin et al.
(2019) to integrate stock movement prediction and volatility prediction by finding a set of
well-distributed Pareto solutions that can represent different trade-offs between both tasks.
Pareto MTL decomposes a Multi-Task Learning (MTL) problem into multi-objective subproblems with multiple constraints. An average pooling operation is first applied to the
output of the sentence-level transformer encoder. Then, we find a set of well-distributed
2
unit preference vectors {u1 , u2 , . . . , uK } in R+
; K = 10 in this work. Then, the multiobjective sub-problem corresponding to the preference vector uK is defined as:
minθ L(θ) = (L1 (θ), L2 (θ), · · · , Lm (θ))T , s.t.L(θ) ∈ Ωk

(6.3)

where Lm (θ) is the loss of task m and Ωk (k=1,. . . , K) is a sub-region in the objective
space and with uTj v as the inner product between the preference vector uj and a given
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Figure 6.2: Pareto MTL aims to find a set of Pareto solutions in different restricted preference regions (Lin et al., 2019).
vector v. The idea of Pareto MTL is shown in Figure 2, where Lm (θ) is the loss of task m
and Ωk (k=1,. . . , K) is a sub-region in a objective space and with uTj v as the inner product
between the preference vector uj and a given vector v:

2
| uTj v ≤ uTk v, ∀j = 1, . . . , K
Ωk = v ∈ R+

(6.4)

Hence, the set of possible solutions in different sub-regions represent different trade-offs
among these two tasks. A two-step, gradient-based method is used to solve these multiobjective sub-problems based on the sentence-level multi-modal representations.

Initial Solution: To find an initial feasible solution θ0 for a high-dimension, constrained
optimization problem, we use a sequential gradient-based method since the straightforward projection approach is too expensive to calculate directly for the 345-million parameter WWM-BERT model. The update rule used is θt+1 = θt + ηdt where η is the step
size and dt is the search direction, which can be obtained from the rule of Pareto critical
(Zitzler and Thiele, 1999). Iteration terminates once a feasible solution is found or the
max number of iterations is met.

Achieving Pareto Efficiency: The next step is to solve the constrained subproblems in
order to find a set of distributed solutions that can achieve the Pareto efficiency. Following Lin et al. (2019), we obtain a restricted Pareto critical solution for each training goal by using constrained multi-objective optimization, which generalizes the steepest
descent method for unconstrained multi-objective optimization problems. Due to the highdimensionality of the problem, we change the decision space from the parameter space to
a more tractable objective and constraint space; see Lin et al. (2019) for a proof of this and
the algorithm used. The result is a reduction in the dimension of the optimization problem
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from 345 millions to seven (two objective functions plus five activated constraints), which
allows the Pareto MTL to be scaled and optimized for our task as shown in Equation 5,
where ŷi and ŷj are the predicted values for the main and auxiliary tasks, respectively,
and yi and yj denote the corresponding true values. The output of Pareto MTL is a set of
weight allocation strategies (αpatero1 and αpatero1 ) for both tasks. We use Adam (Kingma
and Ba, 2014) as the optimizer and adopt the trick of learning-rate decay with increasing
steps to train the model until it converges.

F = αpatero1

X

(ŷi − yi )2 + αpatero2

i

6.3.4

X

(ŷj − yj )2

(6.5)

j

Trading Strategy for Profit Generation

For performing trading simulation based on the multi-modal multi-task learning architecture, we first change the optimization objective as shown in the equation 6.5: (1) average
n-day volatility (that is, the average volatility of the following n days); and (2) single-day
volatility (that is, the volatility on a single day, n-days in the future). We keep the first
mean squared loss as the same while replace the second mean squared loss with n-day
stock return (that is, the cumulative profit of the following n days). The prediction of nday stock movement will be a rise if the predicted stock return is a positive value and vice
versa. Note that we evaluate the stock movement task as a classification problem to ensure
a fair comparison with (Sawhney et al., 2020a) although the mean square error is used to
optimize the loss function.
Obtaining excess returns is the aim of most financial forecast algorithms. Following
(Sawhney et al., 2020a), we define a trading strategy to evaluate the performance of our
approach in a real-world scenario. We assume that the results of the stock movement prediction are relatively reliable, and we decide whether to buy or sell stock s. The buy/sell
operation is based on the price movement prediction throughout n days. If the prediction
is a rise in price psd−n from day d − n to d for stock s, the strategy will decide to buy the
stock s on day d − n, and then sell it on day d. In contrast, we will perform a short sell 3
if the prediction is a fall in price.

6.4

Multi-modal Aligned Earnings Call Dataset

Previous research (Qin and Yang, 2019) has demonstrated the benefits of combining text
with audio data, compared to text-only features, in volatility prediction. However, the
3

Short sell: https://en.wikipedia.org/wiki/Short (finance)
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Table 6.1: Comparisons of our multimodal aligned earnings calls dataset and the existing
public earnings calls datasets.
Dataset
Duration
#Companies
#Instances
Transcripts
Audios
Basic Audio Features
MFCC Audio Features

MAEC
2015-2018
1,213
3,443
√
√
√
√

Qin’s

Keith’s

2017 2010-2017
280
642
570
12,285
√
√
√
√

previous best-avaliable public dataset (Qin and Yang, 2019) contains 576 recordings of
earnings calls during 2017 (while 570 instances are stored in the published version) selected from a total of 2,243 earnings conference calls, which are downloaded from Seeking
Alpha and EarningsCast. Qin and Yang (2019) discard conference calls which text-audio
alignment is not done properly and leave 570 instances in total. A large proportion of raw
data has been discarded because the audio-text alignment is very noisy and is prone to
errors. Our work focuses on the creation of a large-scale text-audio aligned dataset, motivated by the S&P 500 Earnings Conference Calls dataset (Qin and Yang, 2019) limited in
the year of 2017, which was the first work to view earnings call analysis as a multi-modal
(text plus audio) opportunity. In particular, we build our dataset by selecting companies
from S&P1500 instead of S&P500 and also collect the resource data during from Feb 2015
to Jun 2018. We also report a comprehensive evaluation based on this self-collected largescale dataset on Section 6.6. The dataset presented here has been collected over the past 40
months and represents a significant extension to the related dataset used by (Qin and Yang,
2019). Our open-source dataset includes 3,443 earnings calls, cleaned transcription texts
and aligned, sentence-level audio slices, and important audio features 4 . To the best of our
knowledge, our dataset is the current largest open dataset regarding the text-audio aligned
earnings calls, which is six times larger than the previous one (Qin and Yang, 2019). As
the comparison is shown in Table 6.1, we collect a multi-modal aligned dataset of earnings calls up to three years into consideration whereas (Qin and Yang, 2019) takes only
one year and (Keith and Stent, 2019) only considers the textual data.
Earnings conference calls are always given by leaders or senior managers in the listed
companies, typically the CEO or CFO. They usually begin with a brief presentation to
describe company performance of the last quarter and expectations for the coming period
and following with a Q&A session. Previous work (Matsumoto et al., 2011) found that the
question-answer portion of the earnings call is more informative in terms of the correlation
4

MAEC Dataset: https://github.com/Earnings-Call-Dataset
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Financial Analyst: So the first one, on Prime, let me ask you this. As you think about
your U.S. Prime penetration, there’s some data that shows you’re doing a very good job
at capturing a lot of the middle to higher income households and now you’re raising price.
Talk about the tension point you need to solve to sort of reach some of the lower income
households and even households that are not yet Prime. What are the main reasons why
people in the U.S. are not signing on for Prime at this point? And the second one, on early
learnings from the integration of Prime Now and Whole Foods, recognizing it’s only in
a few cities. What can you share about what you’re seeing about purchase behavior, early
learnings? And what are the main signposts you’re watching as you determine how quickly
to roll that out to more cities in the U.S., and hopefully, New York soon?
Amazon CFO: Sure. On your first question about Prime penetration, without getting into
any statistics on penetration and by country, I would say we do have other options for, if
you’ll notice, there’s the monthly option, obviously provides more flexibility for people
who want to try out Prime before committing to the annual plan. There’s discounted
student plans. There’s also discounts for other groups. So we do feel it’s still the best deal
in retail, and we just work to make it better and better each day. The second thing you
mentioned is a good example. So the ability in 10 cities to get Prime Now deliveries of
Whole Foods groceries is an added benefit for people in that market using Prime – those
markets using Prime Now. So as far as the Whole Foods, specifically on the question of
what will – what we’ll look at as far as expanding that grocery delivery, we’re going to use
the 10 cities as a test and see how customers respond, just like we always do, and make
sure that our deliveries are great for those people, and then we’ll announce expansion plans
once we digest that, the feedback we get from customers.
Figure 6.3: The illustration of a given Q&A session from an Amazon earnings call on
April 26, 2018.
with intra-day absolute returns as the Q&A parts are not well prepared by executives. In
this session, the senior manager may provide crucial insight into the company that is not
available from the presentation. As shown in Figure 6.3, the senior manager’s response
is remixed with informal discourse words and euphemisms. The analyst asks three questions. We can notice the speech dis-fluency and euphemism. Their conversion mainly
focus on specific object or tendency based on timing.
We believe that these recent works provide a starting point for the task of financial risk
forecasting using the multi-modal dataset so that a large-scale multi-modal aligned dataset of earnings call created in this work is a crucial and urgent need for this research
community. The detailed statistic of MAEC dataset is described in Table 6.2. The technical contributions mainly focus on creating a multi-modal aligned earnings call dataset
(MAEC) and providing a suitable framework for processing similar forms of data in the
future.
We describe our approach in detail for collecting large-scale text and audio recordings
in Figure 6.4. Our goal is to align the sentence-level transcripts and audio clippings for
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Table 6.2: Statistic of the MAEC dataset.
#Multimodal Aligned Earnings Calls
3,443
Start Date25th Feb 2015
End Date21th Jun 2018
#Companies
#Sentences
#Tokens
Total Length of the Audio

1,213
394,277
8,019,142
920.67 Hours

the presentation and Q&A part of an earnings call. The task is challenging, as different
earnings calls vary in their meeting agendas, and also various executives have different
phonetic characteristics. Meanwhile, the audio recordings can be noisy, with some sentences having poor sound quality. Moreover, the vast majority of earnings calls have very
long transcripts and corresponding audio recordings. As a result, the process of alignment
becomes very time-consuming and consequently the previous work (Qin and Yang, 2019)
only contributes a tiny dataset that contains well-aligned text-audio aligned data.

6.4.1

Data Pre-processing

Our S&P 1500 earnings conference call dataset is sourced as follows. We downloaded
the earnings call transcripts from the website Seeking Alpha.5 The transcripts labeled
company and conference id, speech structure, the role of the speaker, and the content of the
speech. We have received the written consent from Seeking Alpha. The audio recordings
of earnings call data are extracted from EarningsCast 6 .
A total of 9,383 collected pairs of transcripts and audio recordings have formed our source
data. Both data sources are free to download and available to the public. 7
The transcript records the presentation delivered by executives and the Q&A interaction
between executives and financial analysts or reporters chronologically. The transcripts
collecting from Seeking Alpha includes two types of files: content files, which contain
all of the conversational content from earnings calls and speech sequence files, which
include the speaker’s duty for each sentence in the presentation part and Q&A session.
Furthermore, to apply best practices in keeping with the EU spirit of data protection, we
mask all popular human names by replacing them with the ’UNK’ tokens in our published
transcripts. Volatility in the company’s stock returns is often caused by earnings that do
not meet market expectations or speakers fail to address critical questions during the Q&A
5

Seeking Alpha: https://seekingalpha.com/
EarningsCast: https://earningscast.com/
7
MAEC Dataset: https://github.com/Earnings-Call-Dataset/
6
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Figure 6.4: The pipeline of generating the multi-modal aligned earnings call (MAEC)
dataset.
phase. Hence, following (Qin and Yang, 2019), we retain and process the data of the
spokesman’s presentation and their responses in Q&A, which is known to be the most
crucial part (Matsumoto et al., 2011).
With the label of the speaker of each paragraph, we can easily prune unnecessary speeches
made by investigators or conference operators when we were doing the paragraph-level
audio alignment. In the end, transcripts will be and split into sentences during the sentencelevel, text-audio alignment.

6.4.2

Multi-modal Data Alignment

During audio processing, document-level transcript text files were processed in parallel
to ensure that the text was paired with the audio. The speech sequence file helps the
first stage of text-audio alignment. We leverage the algorithm used on S&P 500 Earning
Conference Call dataset by (Qin and Yang, 2019). In an audio recording of the earnings
conference call, the start and the end are usually mixed up with short sentences spoken
by multiple people. The good solution for a more accurate audio segment is Iterative
Forced Alignment (Moreno et al., 1998). We used Aeneas 8 to process the segmentation.
As shown in Algorithm 1, we show a detailed explanation of the algorithm we used in
paragraph-level segmentation.
The input source for our algorithm is the pre-processed transcript texts, processed transcript speech sequences, and the corresponding audios. The algorithm traverses through
all folders and produces a synchronized map. First, we use a speech sequence file to
identify the speaker’s position, where the algorithm slices every sentence and audio segment. In this step, each text remains at a paragraph level but with a non-management
person removed. Meanwhile, audio is sliced corresponding to each paragraph and saving
only slices spoken by the management person.
8

Aeneas: https://github.com/readbeyond/aeneas
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Algorithm 1 Paragraph-level segmentation
1: function A LIGNMENT(ai , ti , si )
2:
syncM ap ← Aeneas(ai , ti )
3:
speaker ← GetLastSpeaker(si )
4:
slice ← GetLastP aragragh(ti )
5:
if speaker is in management team then
6:
SaveAudioSlice(ai , syncM ap.start, syncM ap.end)
7:
SaveT extSlice(slice)
8:
end if
9:
RemoveLastSpeaker(si )
10:
RemoveLastP aragragh(ai , ti )
11:
if syncM ap.start < 1s && Not last paragraph then
12:
Prune current alignment
13:
else if syncM ap.start < 1s && Is last paragraph then
14:
return T rue
15:
else
16:
return F alse
17:
end if
18: end function
19: function I TERATIVE S EGMENTATION
20:
for i in all text-audio pairs do
21:
ai , ti ← Audioi , T ranscripti
22:
si ← SpeechSequencei
23:
while AlignmentResult! = T rue do
24:
AlignmentResult ← Alignment(ai , ti , si )
25:
end while
26:
end for
27: end function
In the end, we produced 9,225 out of a total of 9,383 collections of original files. Most of
the pruned pairs are due to bad audio quality or incorrect pairings of text and audio.
The paragraph-level algorithm produces textual data and audio slices for sentence-level
alignment. Since we finished identifying speaker and selection, transcripts speech sequence files are no longer needed to be involved in other processes.
The structure of the sentence-level text-audio segmentation algorithm is similar to
paragraph-level alignment. We apply Iterative Forced Alignment (Moreno et al., 1998)
on the future processes. Since we already cleaned our text and filtered non-management
speakers’ speeches in our text, we removed speaker determination procedures in this algorithm and procedures on transcripts speech sequence files. Aeneas has been used to
produce a synchronous map with input text pieces and input audio slices.
Unlike paragraph-level segmentation, we create a strict condition to check that the period
between the start and the end should be at least 0.7 second. By investigating each audio
82

extract, we found that most shorter phrases like “Thank You” or “Morning” are spoken
with a period of longer than 0.7 second. Therefore, we treat all audio less than 0.7 second
as a failed alignment and prune that text-audio collection.
Finally, we will discuss the potential risk of our dataset and the best practice we have
applied to protect data privacy in this section. There is some personal information (names
and positions) that could be found in our data, as the original earnings conference calls
of the public companies in the United States are required to be publicly available by U.S.
law. We, therefore, argue that the personal information in the earnings call dataset relates to
legal persons and not natural persons. Despite this, we still have applied our best practice to
protect personal information following the European spirit of the General Data Protection
Regulation (GDPR). In particular, we replaced all of the identify-able names with the
’UNK’ tokens when processing the transcripts of the earnings calls. Publishing under the
Creative Commons Attribution-ShareAlike 4.0 International License.

6.4.3

Data Analysis

Previous work (Keith and Stent, 2019) points out that the pragmatics and semantics of
earnings calls have a significant influence on analysts’ decision-making behaviour. For
example, analysts reprice target recommendations based on the company’s advice after
the quarterly earnings calls. This section first briefly provides a qualitative analysis of
the textual and audio features in our dataset. Second, we continue exploring whether the
sentiment of the earnings call can influence the expectations and judgments of the market
– namely S&P500Index and S&P1500 index.
We briefly describe an analysis of the MAEC dataset produced following a correlation
analysis between the semantic features and stock returns.
We found some interesting properties based on the textual analysis with conference call
transcripts from 2007 to 2018 (larger than multi-modal data). From an economic perspective, we notice that the word “growth” always ranked at the top 10 most frequent words
mentioned in the earnings call transcripts to show a good market outlook. Meanwhile, we
also observe that the phrases that describe future expectations such as “long term” and
“forward looking” increase in occurrence during the years of 2009-2011. It is also
interesting to find that uncertainty words – such as “might”, “maybe” and “probably”
– increase in occurrence during the global economic crisis.
Besides, as shown in Figure 6.5, we count the occurrences of expressive words for each
numberof positivewords
) to exyear, and further, calculate the yearly change of the ratio ∆( numberof
negativewords
plore the correlation between the semantic features in yearly earnings calls with the stock
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Figure 6.5: The annual return of the S&P500 index with the change of the semantic features in earnings calls.
returns.
The detailed descriptions of MAEC dataset from 2015-2018 are given in Table 6.3. We notice that noises in the vocal data may impact the accuracy of the resulting paired data after
alignment. The very short audio slices (less than one second) mainly contain meaningless
modal particles like “yes”, “morning”. Meanwhile, such an inaccurate map may result
in a few seconds distinction between the duration in alignment processes. Also, in the feature extraction step, we may notice that some audio clips cannot generate audio features
(MFCC or the low-level features) successfully because the length of some audio clippings
is too short. Hence, there is a hint for users that they may filter the dataset by the length of
the audio clips.
Correlations between Stock Returns and Earnings Calls. First, we calculate the ratio of
positive sentiment terms and negative sentiment terms to the number of sentiment words in
the company executives’ presentations and responses. Then, the ratio change compared to
last year represents the current year’s market sentiment. Finally, the financial lexicons generated by (Loughran and McDonald, 2011) from fourteen years of historical 10-K reports
is leveraged to select the expressive words.
The results of the semantic correlation analysis are given in Table 6.4. We show the correlation between the annual return of the S&P 500(1500) index and the yearly change of
the market sentiment in earnings calls, respectively. There are several interesting findings
to discuss. First, we find that both S&P 500 and S&P 1500 index in the current year’s
annual return has a somewhat positive correlation with the market sentiment found in this
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Table 6.3: The detailed data descriptions of Multi-modal Aligned Earnings Call Data.

Quarter

Number
of Calls

Average Sentences
per Call

Cumulative
Percentage

Total Audio
Length

Audio Length
Per Sentence

2015Q1
2015Q2
2015Q3
2015Q4
2016Q1
2016Q2
2016Q3
2016Q4
2017Q1
2017Q2
2017Q3
2017Q4
2018Q1
2018Q2

38
238
215
274
296
452
438
214
371
274
157
156
132
188

89
96
92
96
95
105
98
83
91
163
160
160
165
180

1.10%
8.02%
14.26%
22.22%
30.82%
43.94%
56.67%
62.88%
73.66%
81.61%
86.17%
90.71%
94.54%
100.00%

7h
51h
45h
57h
64h
108h
101h
39h
82h
110h
60h
61h
54h
82h

7.92s
8.01s
8.18s
7.78s
8.11s
8.18s
8.37s
7.83s
8.62s
8.82s
8.62s
8.72s
8.98s
8.72s

Table 6.4: The semantic correlation analysis from 2007 to 2018 between the annual return
of the index price and yearly change of the market sentiment in the earnings call.
Pearson’s Correlation
with the Semantic
Current Year’s S&P500 Index 0.1782
Current Year’s S&P1500 Index 0.1726
Next Year’s S&P500 Index
-0.4495
Next Year’s S&P1500 Index
-0.4877
Index Price

year’s earnings calls. Meanwhile, it is noteworthy that the market sentiment in the current
year has strong negative correlations to the next year’s financial indexes, namely, -0.4495
to S&P500 index and -0.4877 to S&P 1500 index. Thus, it provides strong evidence supporting the idea that underlying semantic features in earnings calls can improve financial
index prediction.
Based on these findings, we provide quantitative analysis to evaluate our approach and
other baselines on the MAEC dataset by conducting a year-basis experiment on volatility
predictions, which will be given in the next section.
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Table 6.5: The year-basis data splitting strategy in chronological order.
Year
2015
2016
20172018

6.5

Training set
25/02/2015 - 22/10/2015
(535 Instances)
05/01/2016 - 03/08/2016
(980 Instances)
17/01/2017 - 07/11/2017
(894 Instances)

Validation set
22/10/2015 - 28/10/2015
(76 Instances)
03/08/2016 - 12/08/2016
(140 Instances)
07/11/2017 - 15/02/2018
(127 Instances)

Testing set
28/10/2015 - 17/12/2015
(154 Instances)
15/08/2016-15/11/2015
(280 Instances)
15/02/2018 - 21/06/2018
(257 Instances)

Evaluation for Volatility Predictions

We introduce the data splitting and methodology before representing the experimental
results and discussions for average n-day volatility predictions.

6.5.1

Data and Methodology

The previous research (Bollerslev et al., 2016) reveals that the predictions of share
prices and volatility are typically made using models in a highly sensitive performance.
Moreover, the macroeconomic environment in different years may affect the results of the
prediction. Hence, we first split our dataset by years into chronological order to avoid
the macroeconomic influence. Then, we perform a year-basis data splitting into mutually
exclusive training/validation/testing sets in the ratio 7:1:2 instead of splitting the whole
dataset directly. Note that the 7:1:2 split refers to the number of earning calls instances.
Specifically, we present our splitting strategy in Table 6.5. Each tuned model is then
evaluated based on its ability to predict average n-day volatility using the test set, for
n = 3, 7, 15, 30.
The resulting predictions are compared to the actual volatility values to compute a mean
squared error; see Equation 6.6, where ŷi is the predicted value, yi denotes the actual
volatility.
P
M SE =

i

(ŷi − yi )2
n

(6.6)

We compare our approach to volatility prediction to several important baselines, chosen
to reflect the range of approaches applied to the volatility forecasting task, including the
previous state-of-the-art methods (Yang et al., 2020b).
1. LSTM+ATT (Wang et al., 2016): The best performing price-based model (LSTM
with attention) in which the n-day volatility in the training data is predicted using
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pricing data only.
2. HAN (Glove) (Yang et al., 2016): Uses textual data in which each word in a sentence is converted to a word embedding using the pre-trained Glove 300-dimensional
embeddings and trained by a hierarchical Bi-GRU models (Bahdanau et al., 2014).
3. MDRM (Qin and Yang, 2019): This recent work was the first to consider volatility
prediction a multi-modal deep regression problem based on a newly proposed multimodal aligned earnings calls dataset.
4. HTML (Yang et al., 2020b): This recent hierarchical transformer-based, multi-task
learning framework is designed specifically for volatility prediction using multimodal aligned earnings call data.
5. Multi-Modal Ensemble Method (Sawhney et al., 2020b): This multi-modal,
multi-task learning approach represents the current state-of-the-art in the task of
stock movement predictions using a combination of textual and audio earnings calls
data.

6.5.2

Results

We first introduce the structured adaptive pretraining results, which aims to enhance the
basic numeral understanding ability of the HTML model. Following that, we demonstrate
the results of the volatility prediction task following (Yang et al., 2020b) based on our
self-collected MAEC dataset to conduct a fair comparison between NumHTML model
and several strong baselines.
It should be clear that significant volatility prediction benefits accrue to the NumHTML
model as shown in Tables 6.8 and 6.9. The NumHTML model achieves the highest prediction performance (lowest MSE values) in volatility prediction tasks from 2015 to 2018.
The performance benefits may come from its enhanced ability to represent numbers in
language models.

6.5.2.1

Structured Adaptive Pretraining

We show the results of two-step structured adaptive training tasks, namely Numeral Category Classification (NCC) and Magnitude Comparison (MC), respectively. We have seen
that the structured adaptive training has improved the numeral understanding ability in
terms of the accuracy of both tasks compared to the original pre-trained WWM-BERT and
GloVe.
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Table 6.6: The results of the adaptive pretraining for the financial numeral category classification based on WWM-BERT.
Model
LRAP
Pre-trained
Glove
0.870
WWM-BERT
0.920
Learned
WWM-BERT+NCC 0.973

ROC AUC
0.858
0.904
0.977

Table 6.7: The results of the Magnitude Comparison (List Maximum from 5-numbers).
Model
Monetary
Pre-trained
GloVe
0.84
WWM-BERT
0.90
Learned
WWM-BERT+NCC
0.89
WWM-BERT+NCC+MC
0.93

Temporal

Percentage

All

0.78
0.71

0.89
0.95

0.82
0.88

0.72
0.85

0.95
0.99

0.88
0.94

We present the multi-label numeral category classification (NCC) results evaluated on the
validation set in Table 6.6. All fine-tuned models can capture numeracy better than pretrained embedding methods. We observe that with both LRAP and ROC AUC scores of
the financial numeral category classification have been increased with the benefit of adaptive pretraining. In particular, the performance of the adaptive pre-trained model has
improved around 5.3% in LRAP score and 7.3% in ROC AUC score for the task of numeral category classification.
The accuracy of the Magnitude Comparison (listed maximum 5-numbers) based on different methods are shown in Table 6.7. We find that the ‘NCC’ task cannot guarantee
the accuracy benefits for the maximum list task. However, the adaptive pretraining directly on the magnitude comparison task can improve the performance a lot (average 94%
accuracy vs 88% accuracy). By comparing the accuracy of the listed maximum from different categories, we notice that the numbers that belong to the percentage can achieve the
highest accuracy among four types, while the secular values are the hardest to predict the
maximum (99% vs 85%). We suspect that the reason might be that numbers representing
percentages are between 0 and 99, making it easier to predict the largest number among
them. On the other hand, the number representing the year usually contains four digits and
is similar, posing a challenge for language models to predict precisely.
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Table 6.8: The year-basis experimental results on 2015 and 2016.
Year
2015
Price-based Model
n=3
n=7
n=15
LSTM+ATT
1.599 0.560 0.339
Text-based Model
n=3
n=7
n=15
CNN-Text
1.427 0.462 0.340
Multi-modal Models n=3
n=7
n=15
MDRM-text
1.438 0.501 0.314
MDRM
1.425 0.488 0.320
HTML-text
1.199 0.440 0.231
HTML
1.065 0.416 0.272
NumHTML-text
1.118 0.463 0.225
NumHTML
0.855 0.414 0.263

n=30
0.284
n=30
0.266
n=30
0.298
0.285
0.187
0.196
0.200
0.186

2016
n=3
n=7
n=15
1.544 0.571 0.362
n=3
n=7
n=15
1.603 0.562 0.370
n=3
n=7
n=15
1.469 0.498 0.354
1.426 0.479 0.311
1.287 0.476 0.300
1.160 0.515 0.314
1.072 0.474 0.290
1.011 0.466 0.338

n=30
0.288
n=30
0.267
n=30
0.304
0.259
0.249
0.236
0.223
0.217

Table 6.9: The year-basis experimental results of 2017-2018.
Year
2017-2018
Price-based Model
n=3
n=7
LSTM+ATT
1.481 0.562
Text-based Model
n=3
n=7
CNN-Text
1.538 0.600
Multi-modal Models n=3
n=7
MDRM-text
1.541 0.536
MDRM
1.430 0.475
HTML-text
1.236 0.510
HTML
1.152 0.466
NumHTML-text
1.026 0.517
NumHTML
0.878 0.461
6.5.2.2

n=15
0.390
n=15
0.385
n=15
0.374
0.323
0.298
0.302
0.344
0.290

n=30
0.293
n=30
0.315
n=30
0.294
0.283
0.256
0.250
0.242
0.240

Volatility Prediction

The results of volatility prediction based on the MAEC dataset are presented in Table 6.8
for 3, 7, 15, and 30-day periods. It should be clear that we build the year-basis experiment
using the different groups of data from 2015-2018. We find that the HTML model achieves
the highest prediction performance (lowest MSE values) for each of the target periods consistently from 2015 to 2018. In addition to such overall performance measures, however,
we are also interested in discovering more insights from our large-scale data. Thus, in the
following subsections, we discuss further discoveries from the experimental results.
As the splitting strategy shown in Table 6.5, we note that more instances of companies
in S&P 1500 were included in our dataset as the years grew. It leads to the year-basis
prediction results generated by all methods except the price-based methods decline in almost all settings over the years. This result may hint that the gaps of different companies
between the training and testing set can negatively influence performance. Meanwhile,
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previous studies in economics (Poon and Granger, 2003) claim that the volatility of small
companies’ has gotten more volatile and harder to predict than big companies. In this experiment, we are using the data collected from the S&P 1500 companies instead of S&P
500 in the previous work (Qin and Yang, 2019), which leads to the results that there are
wider application scenarios for predicting volatility on smaller companies and also face
new challenges.e

6.5.3

Discussion

The results of the structured adaptive training and the volatility prediction based on the
MAEC dataset are shown in this section, followed by the results of the volatility prediction
using the Pareto multi-task learning. In addition, we will discuss the relative contributions
of model components.
We explore the benefits of the structured adaptive pretraining by comparing the results
between our approach and the original HTML model for volatility prediction. Tables 6.8
and 6.9 show that NumHTML outperforms all comparative methods over three year-basis
datasets in all settings (n=3, 7, 15, 30 days) for 2015 to 2018 by enhancing the numeral
understanding ability of HTML. It might be interesting that we observe that the text-only
NumHTML can provide competitive performance even compared with the HTML model’s
multi-modal version.
Tables 6.8 and 6.9 show that the multi-modal version of NumHTML achieves the best
performance across all methods in most settings, except for n=15 on the 2015 and 2016
earnings call dataset. The benefits of audio features keep the same with the HTML model.
It illustrates that audio features can provide performance benefits for most situations when
predicting stock volatility. Also, structured adaptive learning does not reduce the benefits of audio features. In general, multi-model multi-task learning architecture shows its
superior performance for the financial forecast.

6.6

Evaluation for Risk-aware Trading Simulations

We perform a real-word trading simulation evaluated on the benchmark dataset developed
by Qin and Yang (2019) for the period of 24th Oct 2017 to 20th Dec 2017 to conduct a fair
comparison with the state-of-the-art approach (Sawhney et al., 2020b) .
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Table 6.10: Results for both tasks of financial forecast. * and ** indicate statistically
significant improvements over the state-of-the-art ensemble method with p<0.001, p<0.05
respectively, under Wilcoxon’s test. (T) indicates the text-only version.
Model
V Past
LSTM
BiLSTM-A
SVM
HAN(Glove)
MDRM (T)
MDRM
HTML (T)
HTML
Ensemble (T)
Ensemble
Ours (T)
Ours

6.6.1

Avg.
1.116
0.746
0.739
0.696
0.598
0.600
0.577
0.458
0.401
0.450
0.331
0.333
0.320

Volatility Prediction
n=3
n=7
n=15
2.986 0.826 0.420
1.970 0.459 0.320
1.983 0.435 0.304
1.695 0.498 0.342
1.426 0.461 0.308
1.431 0.439 0.309
1.371 0.420 0.300
1.175 0.372 0.153
0.845 0.349 0.251
1.156 0.338 0.169
0.608 0.337 0.190
0.671 0.339 0.192
0.612 0.331 0.198

n=30
0.231
0.235
0.233
0.249
0.198
0.219
0.217
0.133
0.158
0.137
0.188
0.131
0.140

Price Movement Prediction
F 13
F 17
F 115
F 130
0.271
0.694 0.200
0.765
0.149
0.342 0.200
0.721
0.524
0.683 0.645
0.734
0.591
0.621 0.598
0.703
0.675
0.500 0.571
0.601
0.628
0.690 0.452
0.590
0.623
0.688 0.648
0.700
0.696
0.695 0.703
0.748
0.675
0.690 0.636
0.703
0.702
0.698 0.702
0.761
0.689* 0.691 0.644** 0.727*
0.722* 0.697 0.716*
0.770**

Data and Methdology

To ensure a fair comparison with the current state-of-the-art method Sawhney et al.
(2020a), we keep the trading environment as same as (Sawhney et al., 2020a), where the
traded stock quantity to be 1, and transaction cost to be $0. The intra-day trading is also
not considered. We acknowledge that such a simple trading strategy may obstruct its deployment to real-world trading scenarios. Our broad interests through this experiment are
to analyze the correlations between earnings calls and stock prices and design a neural
architecture that can understand the meaning of numbers for financial forecasting.
Following (Qin and Yang, 2019; Yang et al., 2020b), the predicted n-day volatility is compared with the actual volatility to compute the mean squared error for each hold period;
n ∈ {3, 7, 15, 30}, and M SE.
We report the F1 score and Mathew’s Correlation Coefficient (MCC) for the classification
task. MCC metric performs more precisely when the data is skewed by accounting for the
True Negatives. For a given confusion matrix:

M CC = p

tp × tn − f p × f n
(tp + f p)(tp + f n)(tn + f p)(tn + f n)

(6.7)

We leverage the cumulative profit and Sharpe Ratio as our profit metrics. The cumulative
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Table 6.11: Results of the stock movement prediction task.
Model
Price LSTM
Price BiLSTM+ATT
SVM(TF-IDF)
HAN (Glove)
MDRM–Text
MDRM–Multimodal
HTML–Text
HTML–Multimodal
Ensemble–Text
Ensemble–Multimodal
Ours–Text
Ours–Multimodal

Price Movement Prediction
M CC3 M CC7 M CC15 M CC30
0.069
0
0.097
0
0
0
0
0
-0.069
0.015
-0.048
-0.003
0.090
-0.005 0.266
-0.042
0.117
-0.107 0.032
-0.085
0.095
0.056
0.159
-0.065
0.195
0.009
0.119
0.022
0.280
0.126
0.196
0.131
0.204
0.008
0.132
0.024
0.321
0.128
0.191
0.128
0.229
0.007
0.118
0.031
0.325** 0.125
0.206** 0.136*

profit generated by a simple trading strategy is defined as:
Profit =

X


d−τ
psd − psd−τ ∗ (−1)Action s

(6.8)

s∈S

where (psd ) indicates the stock price of stock s on the day d, and Action d−τ
is a binary value
s
depended on the stock movement prediction result; it equals to 0 if the model predicts a
rise in price for stock s on day d, otherwise it is 1.
Sharpe Ratio evaluates the performance of investments using their average return rate rx ,
risk-free return rate Rf and the standard deviation σ across the investment x, defined as:
Sharpe Ratio =

6.6.2

rx − Rf
σ (rx )

(6.9)

Results and Discussion

Most of the baselines are kept the same with the previous volatility prediction task, which
can be grouped depending on whether they use historical pricing data (Kim and Won,
2018; Gers et al., 1999; Wang et al., 2016; Luong et al., 2015) (classical approaches), textual data (Tsai and Wang, 2014; Yang et al., 2016), or even more recent uses of multi-modal
data (Poria et al., 2017; Qin and Yang, 2019; Yang et al., 2020b). Besides, we introduce
the current state-of-the-art method, the multi-task ensemble method proposed by Sawhney
et al. (2020a). The results of baselines shown in Table 6.10 are extracted from the previous
work (Sawhney et al., 2020a) directly. As shown in Tables 6.10 and 6.11, we find that our
NumHTML model can achieve the best average performance (least MSE error) for the task
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Table 6.12: Cumulative profit across different trading strategies.
Strategy
Simple Baselines
Buy-all
Short-sell-all
Random
Multi-modal Methods
MRDM
HTML
NumHTML (w/o Pareto MTL)
Ensemble
NumHTML (Ours)

Profit (USD)

Sharpe Ratio

$36.59
-$36.59
-$25.78

0.76
-0.77
-0.58

$38.75
$72.47
$73.90
$75.73
$ 77.81

0.81
1.52
1.53
1.59
1.62

of volatility prediction. Meanwhile, NumHTML outperforms all comparative methods for
the three of four tasks in price movement prediction. In particular, our approach feeding
with text-only and multi-modal inputs both achieve the statistical improvement compared
to the previous state-of-the-art ensemble method (Sawhney et al., 2020a) when predicting
3, 15, 30-days stock return.

6.6.2.1

On the Benefits of the Hierarchical Transformer

We notice that the top three best-performing models all take advantage of a hierarchical
structure consisting of a word-level encoder and a sentence-level encoder. Differently,
HTML (Yang et al., 2020b) use the original pre-trained WWM-BERT embeddings directly, whereas, Ensemble method (Sawhney et al., 2020a) and NumHTML update representations for domain-specific words in finance, aiming for improving semantic quality and
numeral understanding ability, respectively. We observe that hierarchical methods outperform all kinds of comparative baselines in both tasks, which provides strong evidence for
our argument that the hierarchical architecture will bring considerable performance benefit
to financial forecast.
In addition, Tables 6.10 and 6.11 show that multi-model input data can provide performance benefits for both tasks across four different methods. By comparing text-only methods (abbreviation for T in Table 6.10) and multi-modal methods, we find that the multimodal methods provide similar results as shown in Section 6.5 in the task of volatility
prediction. Also, the improvement brought by the multi-modal input data will be larger
when predicting the short-term volatility (when n=3 and n=7).
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6.6.2.2

Cumulative Profit of Trading Simulation

To ensure a fair comparison, we leverage a simple trading strategy described in Section
6.3.4 while setting n = 3, which relies on the results of price movement prediction. We
use three standard baseline strategies Buy-all, Short-sell-all, Random that are commonly
used as benchmarks in trading simulations. Additionally, we compare our method with
three strong baseline using multi-modal input data, namely MRDM (Qin and Yang, 2019),
HTML (Yang et al., 2020b), and Ensemble method (Sawhney et al., 2020b). From Table
6.12, we observe that our NumHTML approach outperforms all comparative strategies in
terms of profit in USD and the Sharpe Ratio. Note that there are no transaction fees in our
trading strategy, and we also assume that we can only buy one share of stock for each time.
The cumulative profit achieved by NumHTML is a decent return and exceed those of the
S&P500 over the same period. We have also interested in the individual effect of structured adaptive pretraining and pareto multi-task learning, respectively. By comparing the
NumHTML to HTML with adaptive pretraining only (shown as NumHTML w/o Pareto)
in Table 6.12, we find that the HTML with adaptive pretraining can improve the arbitrage
profit a little without benefiting the Sharpe Ratio. Furthermore, the single pareto multi-task
learning part provides significant performance benefits for profit generation (73.90-77.81)
and Sharpe Ratio (1.53 – 1.62). The benefits may come from the trade-off considerations
by adapting the Pareto MTL.

6.7

Conclusion

This work contributes to multi-task financial forecasting, with a particular focus on the
stock movement prediction, by using multi-modal earnings conference calls data. In particular, we propose a novel, numeric-oriented hierarchical transformer-based model (NumHTML) by using structured adaptive pre-training to improve how numeric data is represented and used in the pre-trained language model. A comprehensive comparative evaluation demonstrates significant performance benefits accruing to NumHTML, compared to
a variety of state-of-the-art baselines and in the context of stock prediction and extended
trading tasks. This evaluation also includes an ablation study to clarify the utility of different NumHTML components (adaptive pre-training, auxiliary volatility prediction, and
audio features).
The work may be extended in several ways. More sophisticated numeric representations
can be imagined in order to improve the representation of numeric data. Likewise it may
be feasible to develop similar representations for other categories of useful data in due
course. Going forward it will be necessary to consider more sophisticated trading policies.
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Part 3
Counterfacutals for Explanation and Data
Augmentation
In the last two parts, we have seen that deep learning approaches have recently made
remarkable advances in financial forecasting problems by using complementary data
sources, such as financial news, Google Search Trend, and even the multi-modal data
from the earnings call. Nevertheless, the limitations of black-box predictions obstruct
deep learning models’ deployment of consequential financial applications, which drive the
demand for improving the robustness and transparency to increase user trust.
Chapter 7 9 . We focus on the Mergers and Acquisitions (M&A) prediction problem in
this Chapter. In the highly sensitive financial domain, it is crucial to have a highly robust
and accurate model to predict the results of financial events in advance. To achieve this
goal, we propose a novel framework for producing plausible counterfactual explanations
whilst exploring the regularization benefits of adversarial training on language models in
FinTech.
Chapter 8 10 . We generated counterfactual explanations for M&A predictions in Chapter
7, where the interpretability and robustness can have great importance. Nevertheless,
there is little to no attention on whether automatically generated counterfactuals can be
used for data augmentation to training a more robust model simultaneously. In Chapter 8,
we continue exploring the efficacy of automatically generated counterfactuals in terms of
enhancing robustness for sentiment analysis in both financial and more common domains.

9

The work of Chapter 7 is extended from L. Yang, E. Kenny, T.L.J. Ng, Y. Yang, B. Smyth, R. Dong,
Generating plausible counterfactual explanations for deep transformers in financial text classification, in
Proceedings of the 28th International Conference on Computational Linguistics (COLING-20)
10
The work of Chapter 8 is extended from L. Yang, J. Li, P. Cunningham, Y. Zhang, B. Smyth, R. Dong,
Generating plausible counterfactual explanations for deep transformers in financial text classification, in
Proceedings of the 59th Annual Meeting of the Association for Computational Linguistics (ACL-21)
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CHAPTER

SEVEN

Predicting Mergers and Acquisitions using
Counterfactual Explanations
7.1

Introduction

Mergers and Acquisitions (M&As) have reshaped the global business landscape for generations and are having an accelerating impact on the world’s economy as new technologies
such as the internet, big data, and artificial intelligence disrupt many business sectors (Yan
et al., 2016). A recent economic study provided strong evidence that M&A deal rumours
could influence the share price volatility of rumour target firms (Ma and Zhang, 2016). In
particular, they showed that, on average, M&A rumours have a positive short-term impact
and a negative long-term impact on the potential acquirers and targets’ cumulative abnormal returns. In the existing AI literature, the focus here is typically on predicting likely
M&A targets (Yan et al., 2016) and forecasting the likely success of M&A (Danbolt et al.,
2016) for developing high-risk/high-reward investment strategies based on M&A speculation (Ji and Jetley, 2009). In this work, we address a distinct but related task: whether a
merger and acquisition rumour is likely to prove correct. 1
In line with previous works on financial text classification focusing on accuracy only, we
pay more attention to the robustness and transparency of models. Regrettably, the recent
research regarding eXplainable AI (XAI) in financial text classification has received little
to no attention, and many current methods for generating textual-based explanations result
in highly implausible explanations (Wallace et al., 2019a), which damage a user’s trust in
the system. In this chapter, we propose a novel approach which first applies adversarial
training on Transformer-based models on a significant financial task – called mergers and
acquisitions (M&A) prediction – by using a self-collected dataset, and then generating
1

The work of Chapter 7 is extended from L. Yang, E. Kenny, T.L.J. Ng, Y. Yang, B. Smyth, R. Dong,
Generating plausible counterfactual explanations for deep transformers in financial text classification, in:
Proceedings of the 28th International Conference on Computational Linguistics, 2020.
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plausible, post-hoc, counterfactual explanations. In terms of the contributions,
• We present a novel task to the interesting and challenging problem of artificial intelligence in M&A prediction.
• To the best of our knowledge, the present work is the first general approach to generate grammatically plausible counterfactual explanations for unstructured text classification.
• The primary technical contribution in this work is to generate grammatically plausible counterfactuals by replacing the most important words with the antonyms based
on pre-trained language models. Furthermore, two additional variants (removing/inserting works at the most important place) are proposed to guarantee counterfactual generations, albeit less plausible ones.
The remainder of this chapter is organized as follows. The next section introduces the
related work of counterfactual explanations in NLP. In section 7.3, we detail the construction of our novel dataset and the pre-processing steps involved. Section 7.4 describes
our adversarial training approach with the sensitivity-based method for counterfactual explanation generation. Exhaustive experiments (quantitative and human-based) show clear
improvements in our method over the current state-of-the-art, both in classification accuracy and explanation quality (see Sections 7.5). Finally, the implications of this work on
eXplainable Artificial Intelligence (XAI and future research are discussed in Section 7.6.

7.2

Related Work

Counterfactual explanations are renowned for their explanatory ability in AI systems (Wachter et al., 2017); specifically, they offer the ability to explain models (such
as transformers) without having to ‘open the black-box’ (Grath et al., 2018), by conveying
causal information about what contributed to a given classification. It has been explored
more in Computer Vision (Goyal et al., 2019; Kenny and Keane, 2021), but investigated
less in NLP. To understand counterfactuals in the context of text classification, consider
a sentiment classification task was a black-box model might classify ‘John loved film’
with a positive sentiment, and explain the prediction counterfactually by presenting ‘John
hated the film’. Glossed, this latter text is the AI explaining the prediction by saying ‘f
the word love was replaced with the word hate, I would have thought it was a negative
sentiment’. Counterfactual instances allow us to understand the classifier’s main reasoning process in question, thus explaining the prediction causally. To understand the issue
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Description
Number
#Processed deal news total (2007-2019) 4,098
#Train (2007-2014)
3,120
#Validation (2015 - 2016)
478
#Test (2017 - Aug 2019)
500
#Unique companies and institutions
1,406
Table 7.1: The description of our self-collected M&A dataset.
of counterfactual plausibility, consider that the previous explanation may also generate
a counterfactual which reads ‘John not the film’. This text may ‘flip’ the classification
to the counterfactual class, but it is grammatically implausible, and (arguably) very difficult to contextualize. Because humans avoid creating counterfactuals which are far from
a ‘possible world’ (Wachter et al., 2017), and by extension wildly implausible (Byrne,
2019; Kenny and Keane, 2021). In response to this, our work attempts to guarantee more
grammatically plausible explanations and contributions are as follows.
Our work’s sensitivity-based method for calculating the word importance is based on the
Sampling and Contextual Decomposition technique (SCD) (Jin et al., 2020b). An important difference between the Jin et al. (2020b) and our method is that our method limits
the contextual decomposition in a maximum 3-gram format on the sentences of unlimited length to fast the calculation, whilst the SCD of Jin et al. (2020b) used an exhaustive
method on the sentences with limited length.
Additionally, we proposed a novel framework to generate counterfactual explanations,
studied less in NLP. Jacovi and Goldberg (2020) defines contrast highlights, and our approach differs from the work of Jacovi and Goldberg (2020) in that we are able to generate
counterfactuals for financial text classification using grammatically plausible edits.

7.3

Mergers and Acquisitions Dataset Construction

For this study, we adopted a large-scale, up-to-date M&A dataset collected from Zephyr, a
comprehensive database of deal data from the ‘real world’. The dataset 2 contains 14,539
news articles or tweets on M&A events between January 1st 2007 and August 12th 2019.
Each instance corresponds to a specific editorial M&A article that describes a possible deal
between an acquirer and a target company (including a few IPO rumours). Additionally,
each data point also includes the deal outcome (see below) and the deal announcement
date, if relevant. In this work, the deal outcome corresponds to the target class, and the
raw dataset contains the following outcome types: complete – a deal between the acquirer
2

https://www.bvdinfo.com/en-gb/our-products/data/specialist/zephyr
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and target companies concluded successfully; rumour – no deal materialized between the
acquirer and target company; pending – a desired deal between the acquirer and target
company has been confirmed, and at the time of data collection was deemed to be in
progress, but not yet complete; cancelled – a past potential deal between the acquirer
and target companies has been confirmed, but it did not complete and is no longer being
pursued.
In order to prepare the raw dataset for use in this study, a number of pre-processing steps
were carried out:
1. In this work we chose to focus on a binary classification task and, as such, removed
instances with outcome types of cancelled and pending, leaving only those instances
that correspond to completed deals (the positive class) and rumours (the negative
class).
2. We eliminated instances where both acquiring and target companies were non-US,
due to a tendency towards low-quality data; in other words, all of the instances in
our dataset include a US Listed Company as either the acquirer or the target or both.
3. Articles published within one day or after the deal announcement date were also
removed. Because our interest is in developing a prediction model capable of generating accurate predictions at least one day before any deal outcome.
4. Finally, the remaining instances are randomly over-sampled to ensure an even split
between positive (completed) and negative (rumours) instances for each year.
The result is a dataset of 4,098 instances (news articles and meta-data) which we split into
training, validation, and testing sets on a year-by-year basis (see Table 7.1).

7.4

Approach

The pipeline of our method is shown in Figure 7.1, including the primary approach that is
replacing the most important words found by the Sampling and Contextual Decomposition
technique (SCD) with the antonyms (REP-SCD) based on pre-trained language models and
two additional variants – removing/inserting words at the most important place (RM-SCD
and INS-SCD). We show real examples of generating various counterfactual instances
that flip the prediction result from completed to rumour. The original input has been
changed by iteratively modifying words to determine their importance until the prediction
matches the counterfactual class. The outputs of the predictions are represented in green,
and orange points, respectively.
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Calculating the importance of the words (phrases)

Generating counterfactual explanation(s)

Original
… Stryker is buying US-based spinal
implant technology company K2M …

Transformers

Positive Words
Dictionary

Stryker is considering USbased spinal implant
technology company K2M

REP-SCD

Stryker is [UNK] US-based
spinal implant technology
company K2M

RM-SCD

Stryker is potentially buying
US-based spinal implant
technology company K2M

INS-SCD

Sampled
… First Mid-Illinois Bancshares is
buying SCB Bancorp in a USD
70.40 million …
… Archrock is buying out its master
limited partnership (MLP) …
… The Texan company is buying
CDM Resource Management …

Calculate the
Importance
Weights

…

Transformers

Fine-tuned
Transformer

Negative Words
Dictionary

Figure 7.1: The pipeline of our counterfactual explanation generation methods, namely
REP-SCD, RM-SCD, and INS-SCD.
In particular, as a prerequisite, a Transformer-based model will be first fine-tuned on the
M&A prediction task, alongside adversarial training (which, as we shall see, is shown to
be promising in this domain). Second, important words in the test instances are identified
using a sampled contextual decomposition technique after the prediction. Third, a counterfactual explanation is generated by replacing these words with grammatically plausible
substitutes. As we shall see, although this method does not always guarantee a plausible
counterfactual will be found, we propose two alternative methods which will, albeit with
the possible trade-off of plausibility.

7.4.1

Robust Transformer Classification Models

As eluded to earlier, M&A prediction is a highly sensitive domain, and despite adversarial
training showing promise previously (Goodfellow et al., 2014), it has never been tested
in this domain. Hence, to try ensure a robust model which can simultaneously generate
intelligible explanations, we explore its usage here compared to other popular approaches.
Given a news article, we adopt the classical transformer architecture proposed by (Vaswani
et al., 2017). The original multi-head self-attention is subsequently applied to the k-th
document D(k) , which is calculated as follows:
MultiHead = Concat (head1 , . . . , headh ) W O

(7.1)

headj = Attention (Q, K, V )

(7.2)

Q = D(k) WjQ , K = D(k) WjK , V = D(k) WjV

(7.3)
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Algorithm 2 Plausible Counterfactual Instances Generation
Input: Testing document example D(k) = {w1 , w2 , ..., wn }, the corresponding ground truth label
Y, Masked Language Modelling MLM, negative pronouns list NP, fine-tuned transformer classifier
C.
Output: Positive Word Dictionaries POS, Negative Word Dictionaries NEG, Plausible counterfac(k)
(k)
(k)
(k)
tual example(s) Dcf = {DREP −SCD , DRM −SCD , ..., DIN S−SCD }
(k)

1: Initialization: Dcf ← D (k)
2: for each word wi in D (k) do
3:
if the prev word wi−1 is in NP then
4:
Create the whole phrase npi by contextual decomposition
5:
Compute the importance score Pwi = −Pnp(i) via Eq.(7)
6:
else
7:
Compute the importance score Pwi via Eq.(7)
8:
end if
9: end for
10: Create dictionaries with words: WP OS ; WN eg , alongside the word positions poswi sorted by

the descending order of their importance scores Pwi .
11: for each word position posi in poswi do
12:

(k)

(k)

0

WP lausible ← M LM (Dmask wpos ), WP lausible ← M LM (Dmask wpos ±1 )
i

i

13:
if Y (k) == POS then
0
0
14:
WCand , WCand ← Intersection (WN EG and WP lausible ), (WN EG and WP lausible )
15:
else
0
0
16:
WCand , WCand ← Intersection (WP OS and WP lausible ), (WP OS and WP lausible )
17:
end if
(k)
18:
Drm ← D(k) wposi
19: end for
0
0
20: for each word wi ,wi in zip (WCandidate ,WCandidate ) do
(k)

0

(k)

21:

Dins ← Insert wi to Dmask wpos ±1

22:

Drep ← Replace wi with Dmask wpos

i

(k)

(k)

i

23:

if

(k)
(k)
(k)
C(Drm , Dins , Drep ) 6=
(k)
(k)
(k)
Add Drm , Dins , Drep

24:
25:
end if
26: end for
(k)
27: return Dcf

Y then
(k)
to the set Dcf

where WjQ , WjK , WjV ∈ Rd×d are weight metrics, and the attention is computed as:

Attention (Q, K, V ) = softmax

QK >
√
d


V

(7.4)

for input query, key and value matrices Q, K, V ∈ Rn×d . The h outputs from the attention
calculations are concatenated and transformed using an output weight matrix W o ∈ Rdh×d .
Additionally, the adversarial noise, treated as a form of regularization, is generated by the
Fast Gradient Method (FGM) (Miyato et al., 2017) and Projected Gradient Descent (PGD)
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Figure 7.2: The example of the adversarial training in NLP.
(Madry et al., 2018). The implementation of using adversarial perturbation is shown in
the Figure 7.2, which is first used for evaluating the robustness of neural networks (Carlini
and Wagner, 2017). Differently, we leverage it a way of regularization; see also Liu et al.
(2020) for related ideas. The ri indicates the perturbation, which will be injected to the
word embedding wi before feeding into the neural layers. For each embedded word e in
k-th news article D(k) , the FGM computes its perturbation as follows:
rf gm =  · g/kgk2 where g = ∇e L(θ, (D(k) , y))

(7.5)

where rf gm is the perturbation of e, θ denotes the current values of the parameters of the
classifier, and L denotes the loss function (cross entropy) associated with the classifier.
The perturbation can be easily computed using back-propagation. The projected gradient descent, which can be considered as a multi-step variant of the FGM, computes the
perturbation of e iteratively:




(k)
Dt



et+1 = Πe+S et + αg
/ g




(k)
(k)
g Dt
= ∇e L θ, (Dt , y)



(k)
Dt

 
2

(7.6)


where S = r ∈ Rd : krk2 ≤  is the constraint space of the perturbation, Πe+S denotes
the projection of a vector onto the feasible set e + S, and α is the step size. We use Adam
optimizer with learning rate decay to train our model until convergence.
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7.4.2

Word Importance Calculation

To calculate the context importance up to one word, we adopt the sensitivity of contextual
decomposition technique from (Madry et al., 2018) which removed part of inputs from the
sequence text to evaluate a model’s sensitivity to them, thereby allowing for the identification of important features. In its hierarchical extensions – Sampling and Contextual
Decomposition (SCD), Jin et al. (2020b) mask out the phrase p from the input while the
max sequence length N is set to 40. However, the average input length in our data is much
larger than 40. We, therefore, propose a phrase-level removing method only if the phrase
starts with the negative pronouns or limitations. Otherwise, only a single word will be
removed. For example, in the sentence ‘the deal is not closing currently’, the attribution
of ‘closing’ should be positive while the attribution of ‘not closing’ should be negative. In
this situation, we remove the whole phrase ‘not closing’ together to calculate the influence
in terms of the logits change in the transformer’s output layer and then assign the negative
score to the word ‘closing’.
Given a phrase p starting with the negative limitations in the k-th document D(k) , we
sample the documents which contain the same phrase p to alleviate the influence by chance
when there are multiple shreds of evidence saturating the prediction. For example, in the
source ‘JPMorgan is closing in on a deal, sources close to the situation are optimistic
for deal completion’, if we only remove the word ‘closing’, the prediction would not be
changed so much. In this sampling way, the proposed context-independent importance of
word and phrase is more robust to saturation. The formula for calculating the importance
can be written as:
h 


i
d
d
d
(k) ) = E
(β) ; D
(β) \p; D
b
b
φ(p, D
l
D
−
l
D
(β)
Dd

(7.7)

where D(β) denotes the resulting document after masking out a single token or a phrase
starting
with the negative pronoun in the length of N surrounding the phrase p. we use

d
(β) \p; D
b to represent the model prediction logits after replacing the masked-out conl D
text. \p indicates the operation of masking out the phrase p in a input file sampling from
the testing set D.
As an aside, the resulting top 15 most influenced words are shown in Table 7.2. In total,
there are 123 positive words and 155 negative words in the dictionaries. We can see that the
average influence score of positive words (0.637) is higher than the negative words (0.385).
It may reveal that positive words usually contain more powerful clues in predicting the
M&A deal. That would be interesting to see which kind of words in the sources illustrate
that the deal is more likely to be completed in the future and which kind of words would
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Positive Words
announced
line
announcement
agreement
acquiring
completion
agreed
closing
consideration
prevailed
acquire
paid
disclosed
selling
could

Sensitivity
5.841
5.715
4.469
3.378
3.342
2.727
2.429
2.125
1.994
1.639
1.520
1.461
1.403
1.385
1.360

Negative Words Sensitivity
talks
4.674
could
2.484
flag
2.236
diligence
1.363
considering
1.196
time
1.186
may
1.085
looking
0.983
this
0.972
when
0.914
potentially
0.870
if
0.847
intention
0.836
year
0.812
takeover
0.790

Table 7.2: Top 15 most influenced words towards the M&A prediction. The influence score
for each word is calculated and added up by Sampling and Contextual Decomposition
(SCD) on the testing set.
be likely to kill the deal.

7.4.3

Plausible Counterfactuals Generation

As shown in Algorithm 2, we summarize three different counterfactual generation methods: the primary technique, which generates grammatically plausible counterfactuals
(REP-SCD), and two further variants to guarantee counterfactual generation (RM-SCD
and INS-SCD). We combine these three methods to alleviate a major issue in counterfactual explanation. That is, there is no guarantee that a counterfactual instance can be found
for any given instance. Our main technique identifies the most important word(s) in a test
instance using SCD and replaces them with the intersection of grammatically plausible
substitutes [using masked language model (MLM)] and words in the reverse emotional
dictionary. The raw document content D(k) itself is taken as input, and MLM outputs
p(·|D(k) ) for each masked position. After all masked positions are infilled, we get the
reconstructed document:
d
(k) = MLM(D (k) ).
D
(7.8)
We iterative repeat this operation at the most important word positions ranked by SCD
until the reconstructed document ultimately moves the model’s classification towards the
opposing class. Notably, there may be more than one counterfactual explanation corresponding with the original text instance.
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7.5

Evaluation

This section describes the results of a comprehensive evaluation of classification accuracy,
comparing various classification baselines (including a human baseline) to our adversarial
transformer approach.

7.5.1

Classification Results

The baselines used can be grouped into several distinct categories: human evaluations
– traditional machine learning approaches (SVM) – classical deep learning approaches
(CNN (Kim, 2014), BiGRU (Bahdanau et al., 2014) , and HAN (Yang et al., 2016)) – and
various transformer approaches with/without pruning strategies. These transformer-based
models are generally considered to provide the current state-of-the-art in text classification.
We reproduce these baselines based on the Transformers.3

Acquiring a Human Baseline As a baseline, we asked 26 participants who were experts in economics and finance to predict M&A events by completing 50 M&A evaluation questionnaires. The participants consisted of Ph.D. students and academics from
the fields of economics/finance with a high degree of English competence. Each questionnaire provided information on ten M&A cases/instances, sampled randomly without
replacement from the test set. The news articles are available in the dataset that was published before the deal announcement was also provided. The questionnaire asked the participant to predict the deal’s outcome (complete or rumour) and state their confidence in
this prediction. The details of the human study can be found in Appendix A.
In line with best practice, model hyper-parameters are tuned using the validation set. In
particular, the maximum sequence length is set as 256, and the size of transformers are all
set as large. All experiments are using the conventional Matthews Correlation Coefficient
(MCC), accuracy and F1 metrics. The classification results are summarized in Table 7.3
with Random Guess used to provide a lower baseline based on chance. The scores in bold
and italics indicate the best performance across all approaches. While the human evaluators performed better than chance, their ability to predict deal outcomes is limited compared to the more sophisticated machine models that follow. These results are particularly
compelling as the human evaluators had considerable domain expertise. We speculate the
reason is that human lacks a comprehensive training process for understanding the decision
boundary between deal or not deal of the M&A dataset. Because each person is only responsible to answer 10 questions in our human evaluation. Differently, models are trained
3

https://github.com/huggingface/pytorch-transformers
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Evaluation
Baselines
Random Guess
Human Evaluation
Traditional ML
SVM(TF-IDF)
Classical DL
CNN-Text
BiGRU
HAN

MCC

Accuracy

F1

0.013
0.307

0.510
0.640

0.462
0.672

0.701

0.816

0.816

0.729
0.734
0.742

0.848
0.836
0.848

0.847
0.849
0.853

Evaluation
Transformers
ALBERT
+Ad.
DistilBERT
+Ad.
BERT-WWM
+Ad.
RoBERTa
+Ad.

MCC

Accuracy

F1

0.768
0.780
0.750
0.784
0.751
0.788
0.780
0.788

0.882
0.890
0.874
0.890
0.874
0.894
0.892
0.894

0.879
0.888
0.877
0.891
0.879
0.894
0.888
0.895

Table 7.3: Evaluations performed by human, machine learning, deep learning, and
transformer-based models, alongside the ablation study for adversarial training (indicate
as +Ad.).
by the whole training set (3, 120 instances). Recent works (Sugawara et al., 2020; Lai
et al., 2021) find that models could learn a number of Lazy F eatures(Shortcut) through
the training process to outwit the benchmark dataset, but the performance is unsatisfactory
in real-world applications.
Each of the machine learning approaches offers substantial improvements over the human
evaluators, and a clear separation can be seen between traditional machine learning (with
MCC scores in low 0.7 range/F1 scores in the low 0.8 range), classical deep learners
(with MCC scores in the range 0.73-0.74/F1 scores in the range 0.84-0.85), and recent
transformer-based models (MCC>0.75/F1>0.87).
We further evaluate the relative influence of the adversarial perturbation to test the robustness of the models. We find that all variants of Transformers (Lan et al., 2019; Sanh et al.,
2019a) benefit from the adversarial perturbation during the training process in terms of
the prediction results in practice. For exploring why the optimal transformer classifier can
outperform the human test a lot (39%), we take the best-performed model – RoBERTa (Liu
et al., 2019) with adversarial training as our optimal classifier in the following experiments
for generating the plausible counterfactual explanations.

7.5.2

Explanation Results

Interpretability is an increasingly important property for many deep learning techniques,
including computer vision and natural language processing (Kenny and Keane, 2019),
especially in critical tasks such as financial text classification; high-value investment decisions demand a reasonable level of interpretability if investors are to trust the predictions
that come for a system such as the one described in this work. In this section, we show the
evaluation of user studies compared to the existing example-based explanation methods.
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Methodology We implement interpretation experiments on the optimal fine-tuned transformer classifier. While an explainable model trained with supervised learning is a
standard method to interpret the results of text classification (Wallace et al., 2019a),
the self-supervised learning explainable frameworks have been scarcely found. Meanwhile, the work of Kaushik et al. (2020b) considers similar types of edits to generate
counterfactually-revised data. However, all of the instances are generated by humans,
which significantly limits the method’s expansibility. To comprehensively evaluate our
method’s performance, we consider a state-of-the-art example-based explanation framework for comparison, namely HotFlip (Ebrahimi et al., 2017), which uses gradients to
identify important words and then flip it with the adversarial word, which can cause the
maximum change in gradients. We choose HotFlip as our baseline system since there is no
other counterfactual generation method can be found at the time of writting. We compare
our method with HotFlip by using the implementation of Wallace et al. (2019a).

Human Evaluation For user evaluation, here we ask domain experts in finance to rate
our explanations on two aspects, (1) how plausible (mainly in terms of grammar and comprehension) it is, and (2) how reasonable it is (i.e., does the explanation make sense). We
compare our method to Hotflip - the current state-of-the-art framework for the counterfactual explanation - at the time of writing. Each score is measured on a scale of 1-5,
where five is the best, and one is the worst. We randomly sample 100 examples from
the testing set for five participants to answer (20 examples per person). Combining the
REP-SCD, RM-SCD, INS-SCD, our method achieves a significantly higher ranking score
than HotFlip. More specifically, 2.35 score improvements (4.35/2.00) were made regarding plausibility, while 0.85 score improvements (4.00/3.15) were made on reasonableness,
showing a p-value less than 0.001 and 0.05, respectively. Hence, there is compelling evidence that our method can generate counterfactual explanations which are more plausible
and reasonable the the baseline system (Ebrahimi et al., 2017).

7.5.3

Discussion

This section first analyzes each part’s effect from our methods before describing the specific case studies of generated counterfactual explanations.
We analyzed the best-performed model’s prediction results on the test set, namely
RoBERTa with adversarial training, among different time intervals between the input rumour news and the official announcement date. Our intuition is that the rumour news that
is closer to the official announcement might be predicted more accurately since the deal’s
result will have more uncertainty with the time past. The prediction results grouped by
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Number of Instances

200

Wrong Predictions
True Predictions

Accuracy

0.92
Accuracy

150

0.90

100

0.88

50
0 1-7 days

0.86
8-30 days 31-180 days 181-365 days

Figure 7.3: The relationship between the prediction accuracy and the published date of the
rumour news.
the time interval is shown in Figure 7.3. We can see that most of the test instances have
been published more than 30 days before the announcement date, which makes the task of
M&A prediction more challenging. However, our deep-learning approach can still achieve
promising results on the test set in general. More specifically, we observe that although
the test accuracy can get a promotion with the time interval increasing from 1-7 days to
8-30 days, the accuracy begin to decline steadily 8-30 days to 181-365 days.
The candidate size represents the number of grammatically plausible substitutes generated
by the pre-trained MLM as candidates when replacing the tokens from the raw input by
adopting the REP-SCD method. In practice, we have found that the flip rate (not every
instance can get the counterfactual explanation by using REP-SCD only) can increase
with increasing candidate size. However, the degree of plausibility will be weakened if
we choose a larger candidate size since the substitutes are ranked by the possibility of
appearing here. Also, the running time of a generation step will increase accordingly.
Hence, to preserve the maximum plausibility of explanations, we gradually increase the
candidate size from 2 with the step by two until we can guarantee that there is at least
one explanation corresponding to the instances in the testing set. For this reason, the final
candidate size has been chosen as 10 for both REP-SCD and INS-SCD methods.
Five typical patterns among the generated counterfactual instances are identified in Table
7.4, highlighting the changing parts. Based on 500 testing examples, we guarantee at
least one counterfactual instance corresponding to the original input. We gain insight
into which aspects are causally relevant by comparing the original context to the revised
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Types of Algorithms

Examples
Ori: Professional vacation services provider ILG
is considering a merger with Diamond Resorts
REP-SCD:
International...
Replacing with the certainty word Rev: Professional vacation services provider ILG
is announcing a merger with Diamond Resorts
International...
Ori: Vivendi is in early discussions to sell a 10.0
per cent stake in Universal Music Group (UMG)
REP-SCD:
to Tencent for roughly EUR 3.00 billion...
Changing the deal value
Rev: Vivendi is in early discussions to sell a 10.0
per cent stake in Universal Music Group (UMG)
to Tencent for roughly EUR 3.00 million
Ori: Stryker is buying US-based spinal implant
technology company K2M Group Holdings for
INS-SCD:
USD 1.40 billion in cash
Recasting f act as hoped f or
Rev: Stryker is potentially buying US-based
spinal implant technology company K2M Group
Holdings for USD 1.40 billion in cash
Ori: WPP has confirmed the recent speculation
that it has entered into exclusive negotiations with
INS-SCD:
private equity firm Bain Capital...
Inserting the negative word
Rev: WPP has not confirmed the recent speculation that it has entered into exclusive negotiations
with private equity firm Bain Capital...
Ori: This suitor is the Namdar and Washington
Prime consortium, the insiders noted, adding that
RM-SCD:
there can be no certainty a deal will complete...
Removing the negative limitation(s) Rev: This suitor is the Namdar and Washington
Prime consortium, the insiders noted, adding that
there can be certainty a deal will complete...

Table 7.4: Most prominent categories of counterfactual explanations generated by our
algorithms, namely RM-SCD, REP-SCD, and INS-SCD for M&A Predictions. Ori and
Rev are short for original and revised instances, respectively.
context, which can flip the classifier’s prediction. Although our self-supervised approaches
lead to plausible explanations in most cases, the phrase-level modification adopted in this
work is still challenging to generate plausible explanations in more complex context-aware
situations.
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7.6

Conclusion

In this chapter, we have pursued a new research problem of M&A prediction. Our
Transformer-based classifier leveraged the regularization benefits of adversarial training
to enhance model robustness. More importantly, we built upon previous techniques to
quantify the importance of words and help guarantee the generation of plausible counterfactual explanations in M&A prediction. We have demonstrated that our prediction model
can achieve superior accuracy, and our counterfactual generation approach can also get
explanatory performance compared to state-of-the-art techniques.
We have also found that in some cases where NLP systems appear not to follow human
logic, but to learn spurious patterns when generating counterfactual explanations. For this
reason, in the next chapter, we will further explore the efficacy of automatically generated
counterfactuals that flip real labels for eliminating spurious patterns for financial sentiment
analysis.
An obvious extension would be to include canceled deals into the classifier. To generate
counterfactual explanations when including more classifiers beyond binary classifications
would be more challenging. The latter approach of Ross et al. (2021) indeed considers
making edits to spans of text at a time beyond binary classifications. However, generating
such a contrastive edit using the method of Ross et al. (2021) takes over 30 seconds for a
single instance on average based on four GTX 2080 Ti GPUs, which is much slower than
our method (using around 3 seconds).
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CHAPTER

EIGHT

Couterfactually Augmented Data for
Sentiment Analysis
8.1

Introduction

Machine learning applications in finance demand justifiable and robust predictions, barring most deep learning methods from use in the real world. Of particular concern, these
models tend to learn intended behavior that is often associated with spurious patterns (artifacts) (Jo and Bengio, 2017; Slack et al., 2020a). As an example, in the sentence “Ben
Kallo has an outperform rating on the stock of Tesla.”, the most influential word for the
prediction of a bullish sentiment should be “outperform” instead of “Tesla” or “stock”
in the human logic. The issue of spurious patterns also partially affects the out-of-domain
(OOD) generalization of the models trained on independent, identical distribution (IID)
data, which may lead to serious consequences (Quionero-Candela et al., 2009; Sugiyama
and Kawanabe, 2012; Ovadia et al., 2019) in the domain of finance. 1
Researchers have recently found that such concerns about model performance decay in
NLP come about out-of-domain because of a sensitivity to semantically spurious signals
(Gardner et al., 2020), and recent studies have uncovered a problematic tendency for social
bias in sentiment analysis (Zmigrod et al., 2019; Maudslay et al., 2019; Lu et al., 2020).
Such issues manifest in performance problems when deployed with real-world (out-ofdomain) data in downstream applications, especially for those domains that require strong
robustness of models, such as finance, the main concern in this thesis.
To this end, one of the possible solutions is data augmentation with counterfactual examples (Kaushik et al., 2020a) to constrain models to learn real causal associations
1

The work of Chapter 8 is extended from L. Yang, J. Li, P. Cunningham, Y. Zhang, B. Smyth, R. Dong,
Generating plausible counterfactual explanations for deep transformers in financial text classification, in:
Proceedings of the 59th Annual Meeting of the Association for Computational Linguistics (ACL), 2021.
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CF1
CF2

Decision boundary
Figure 8.1: The illustration of the process of the counterfactual generation for the data
augmentation.
between the input text and labels. For example, a sentiment-flipped counterfactual of
the last example could be “Ben Kallo has an underperform rating on the stock of Tesla.”.
When added to the original set of training data, such kinds of counterfactually augmented
data (CAD) have shown their benefits on learning real causal associations and improving
the model robustness in recent studies (Kaushik et al., 2020a, 2021; Wang and Culotta,
2021). Unlike gradient-based adversarial examples (Wang and Wan, 2019; Zhang et al.,
2019a; Zang et al., 2020), which cannot provide a clear boundary between positive and
negative instances to humans, counterfactuals could provide “human-like” logic to show
a modification to the input that makes a difference to the output classification (Byrne,
2019). An example of the counterfactual generation is illustrated in Figure 8.1. Two possible paths (CF1 and CF2) for an originally positive datapoint (shown in green) to cross
the decision boundary. Endpoints (shown in red and green) indicate the revised instances
with flipped sentiments. We prefer to choose the redpoint for data augmentation since the
demand for minimal change when generating the counterfactuals.
In order to reduce reliance on spurious patterns, unlike recent solutions to build counterfactually augmented datasets (CAD) by involving human feedback and crowd-sourcing
efforts, we demonstrate a novel framework to generate CAD automatically via selfsupervised learning methods in Section 8.3. We evaluate our method on sentiment analysis
tasks with a specific focus on the financial domain. It outperforms the state-of-the-art not
only in the standard In-sample test but also Out-Of-Domain (OOD) test.
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8.2

Related Work

Recent attempts for generating counterfactual examples (also known as minimal pairs)
rely on human-in-the-loop systems. Kaushik et al. (2020a) proposed a human-in-the-loop
method to generate CAD by employing human annotators to generate sentiment-flipped
reviews. The human labeler is asked to make minimal and faithful edits to produce counterfactual reviews. Similarly, Srivastava et al. (2020) presented a framework to leverage
strong prior (human) knowledge to understand the possible distribution shifts for a specific
machine learning task; they use human commonsense reasoning as a source of information to build a more robust model against spurious patterns. Although useful for reducing
sensitivity to spurious correlations, collecting enough high-quality human annotations is
costly and time-consuming.
To address these issues in previous human-in-the-loop methods, we use four benchmark
datasets (IMDB movie reviews as hold-out test while Amazon, Yelp, and Twitter datasets
for out-of-domain generalization test) to further explore the efficacy of CAD for sentiment
analysis, and an additional dataset (financial news) for the task of financial sentiment analysis. Sentiment analysis is defined as a binary classification problem in this work, whilst
financial sentiment analysis can be seen as a triple classification problem. To the best of
our knowledge, we are the first to automatically generate counterfactuals for use as augmented data to improve the robustness of neural classifiers, which can outperform existing,
state-of-the-art, human-in-the-loop approaches.
The theory behind the ability of CAD to improve model robustness in sentiment analysis is
discussed by Kaushik et al. (2021), where researchers present a theoretical characterization
of the impact of noise in causal and non-causal features on model generalization. However,
methods for automatically generating CAD have received less attention. The only existing
approach (Wang and Culotta, 2021) has been tested on the logistic regression model only,
despite the fact that recent state-of-the-art methods for sentiment classification are driven
by neural models. Also, their automatically generated CAD cannot produce competitive
performance compared to human-generated CAD. We believe that their method does not
sufficiently leverage the power of pre-trained language models and fails to generate fluent
and effective CAD. In addition, the relationships between out-of-domain generalization
and sensitivity to spurious patterns were not explicitly investigated.
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Human Human-generated
Kaushik, Hovy, and
Annotators Counterfactuals
Lipton (2020)
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Dataset Data points added to the original dataset

Original
Dataset

Replace causal
features with
antonyms
Based on
PyDictionary

Sentiment

Our Method

Hierarchical
Dictionary
RM-CT
Identify causalHierarchical
Classifiers
RM-CT
terms
with SCD
Identify
causal
Hierarchical
Classifiers
terms with MLM Hierarchical
Original dataset
REP-CT
REP-CT

Original dataset

Wang and Culotta
(2021)
Identify likely
causal features

Sentiment
Dictionary

Our Method

MoverScore

MoverScore

Counterfactually
augmented
dataset
Counterfactually

Classifiers

Classifiers

MoverScore is used to control the minimal edits of
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Figure 8.2: Overview of previous CAD methods are shown on the left side, while the
pipeline of our method is shown on the right.

8.3

Approach

The pipeline of our methods for automatically generating CAD is shown in Figure 8.2,
including the Hierarchical RM-CT (removing the casual terms) and Hierarchical REP-CT
(replacing the casual terms). SCD denotes sampling and sensitivity of contextual decomposition. We propose a new approach for automatically generating counterfactuals to enhance the robustness of sentiment analysis models by inverting the sentiment of causally
important terms according to Algorithm 3 and based on the following stages:
1. The identification of genuine causal terms using self-supervised contextual decomposition (Section 8.3.1).
2. Generating counterfactual samples by (a) RM-CT (removing causal terms) and (b)
REP-CT (replacing the causal terms) (Section 8.3.2).
3. Selecting the human-like counterfactuals using MoverScore. (Zhao et al., 2019)
(Section 8.3.3).
The end result will be a set of counterfactuals that can be used to augment an existing
dataset.

8.3.1

Identifying Causal Terms

To identify causally important terms, we propose a hierarchical method, based on the
sampling and sensitivity of contextual decomposition technique from Jin et al. (2019), by
incrementally removing words from a sentence in order to evaluate the model’s sensitivity
to these words. Significant changes in model outputs suggest the removal of important
terms. For example, removing the word “best” from “The movie is the best that I have
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ever seen.”, is likely to alter a model’s sentiment prediction more than the removal of
other words from the sentence; thus “best” is an important word with respect to this sentence’s sentiment. In a similar way, phrases beginning with negative pronouns will likely
be important; for instance, “not satisfy you” is important in “This movie could not satisfy
you”.
Given a word (or phrase starting with negative limitations) w in the sentence s, the importance of w can be calculated as in Equation 8.1 where s β \p denotes the sentence
that resulting after masking out a single word (or a negative phrase as above). We use
l (s β \p; scβ ) to represent the model prediction after replacing the masked-out context,
while sbβ is a input sequence sampled from the input s. \p indicates the operation of masking out the phrase p in a input document D from the training set. The specific candidate
causal terms found by this masking operation vary for different prediction models.

φ(w, bs) = Esβ

8.3.2

l (s β ; sbβ ) − l (s β \p; sbβ )
l (s β ; sbβ )


(8.1)

Generating Human-like Counterfactuals

This approach and the scoring function in Equation 8.1 is used in Algorithm 3 in two
ways, to generate two types of plausible counterfactuals. First, it is used to identify words
to remove from a sentence to produce a plausible counterfactual. This is referred to as
RM-CT and is performed by lines 3–5 in Algorithm 3; for a sentence S (i) , it’s correctly
labeled sentiment words are identified (line 3), and sorted based on Equation 8.1 (line 4)
with classifier C, and the most important of these words is removed from S (i) to produce
(i)
Srem (line 5).
Second, the REP-CT technique instead replaces each causally important sentiment word
in S (i) with an alternative word that has an opposing sentiment polarity (lines 6-11 in
Algorithm 3). To do this the words in S (i) are each considered for replacement in order
(i)
of their importance (lines 6 & 7) to create a new sentence rep . For each word w we use a
masked language model (MLM) to generate a set of plausible replacements, Wp (line 8),
and a subset of these, Wc , as replacement candidates if their sentiment is different from the
sentiment of S (i) , which is given by Yi (line 9). Here we are using the BERT-base-uncased
as the pre-trained MLM for SVM and BiLSTM models. The size of candidate substitutions
found by MLM output is set to 100 for all models.Then, Wc is sorted in descending order
of importance using Equation 8.1 and the most important candidate is selected and used to
(i)
replace w in Srep (line 10).
Algorithm 3 continues in this fashion to generate counterfactual sentences using RM-CT
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Algorithm 3 Generating plausible counterfactual instances.
Input: Test document D(n) = {P1 , P2 , ..., Pn }, with corresponding ground-truth labels Y,
pre-trained Mask Language Model MLM, fine-tuned transformer classifier C, Positive
Word Dictionaries POS, Negative Word Dictionaries NEG. (pos and neg are predicates
for positive and negative labels)
(k)
(k)
(k)
Output: Plausible counterfactual Dcf = {Drep , Drem }
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:

for Pk in D(n) do
for S (i) , Yi 
in Pk do
(i)
b
S ← w ∈ S (n) | (w ∈ P OS ∧ Yi = pos)
∨ (w ∈ N EG ∧ Yi = neg)

(i)
Ssorted ← sort Sb(i) , key = φ(w, Sb(i) )
(i)
(i)
Srem ← Ssorted [1 :]
(i)
(i)
Srep ← Ssorted
(i)
for w ∈ Srep do
(i)
(i) 
Wp ← M LM Smask(w) , Srep
Wc ← {w ∈ Wp | (w ∈ P OS ∧ Yi ! = pos) ∨ (w ∈ N EG ∧ Yi ! = neg)

(i)
Srep (w) ← sort Wc , key = φ(w, Wc ) [0]
end for
(k)
(k)
(i)
Prem ← Prem + Srem
(k)
(k)
(i)
Prep ← Prep + Srep
end for
(n)
(n)
(k)
Drem ← Drem + Prem
(n)
(n)
(k)
Drep ← Drep + Prep
end for
(n)
(n)
return Drem , Drep

and REP-CT for each sentence in each paragraph of the target document 1 . It returns two
counterfactual documents, which correspond to documents produced from the RM-CT and
REP-CT sentences; see lines 15–18.
The above approach is not guaranteed to always generate counterfactuals. Typically, reviews that cannot be transformed into plausible counterfactuals contain spurious associations that interfere with the model’s predictions. For example, in our method, the negative
review “The film is pretty bad, and her performance is overacted” will be first modified
as “The film is pretty good, and her performance is lifelike”. The revised review’s prediction will remain negative. Meanwhile, the word “her” will be identified as a potential
causal term. To alleviate this problem, we further conduct the substitution of synonyms for
those instances that have been already modified with antonym substitution by using causal
terms. As an example, we will continue replacing the word “her” with “their” until the
prediction has been flipped; see also Zmigrod et al. (2019) for related ideas.
1

Generating one counterfactual edit for an IMDB instance takes an average of ≈ 3.4 seconds based on
the RoBERTa-Large model.
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In conclusion, then, the final augmented dataset that is produced of three parts: (1) counterfactuals generated by RM-CT; (2) counterfactuals generated by REP-CT; (3) adversarial
examples generated by synonym substitutions.

8.3.3

Ensuring Minimal Changes

When generating plausible counterfactuals, it is desirable to make minimal changes so that
the resulting counterfactual is as similar as possible to the original instance (Miller, 2019;
Keane and Smyth, 2020). To evaluate this for the approach described we use the MoverScore (Zhao et al., 2019) – an edit-distance scoring metric originally designed for machine
translation – which confirms that the MoverScore for the automatic CAD instances is
marginally higher when compared to human-generated counterfactuals, indicated greater
similarity between counterfactuals and their original instances. The MoverScore between
human-generated counterfactuals and original reviews is 0.74 on average (minimum value
of 0.55) and our augmented data results in a slightly higher average score than humangenerated data for all models. The generated counterfactuals and synonym substitutions
that achieve a MoverScore above 0.55 are combined with the original dataset for training
robust classifiers.

8.4

Evaluation

We have two different types of the popular used training datasets (Movie Review Dataset
and Financial PhraseBank Dataset) to support our two different tasks (Sentiment Analysis
and Financial Sentiment Analysis).

8.4.1

Data and Methodology

We use three different kinds of datasets, in-domain data, challenge data, and out-of-domain
data in experiments.

In-domain Data We first adopt two of the most popular benchmark datasets – SST-2
and IMDB (Maas et al., 2011) – to show the recent advances on sentiment analysis with
the benefit of pre-trained models. However, we mainly focus on the robustness of various models for sentiment analysis in this work, rather than in-domain accuracy. Hence,
following Wang and Culotta (2021) and Kaushik et al. (2020a), we perform binary sentiment classification experiments on the IMDB dataset sampled from Maas et al. (2011)
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that contains 1707 training, 245 validation, and 488 testing examples with challenge dataset (paired counterfactuals).

Challenge Data Based on the in-domain IMDB data, Kaushik et al. (2020a) employ
crowd workers not to label documents, but to revise movie review to reverse its sentiment,
without making any gratuitous changes. We directly use human-generated counterfactuals
by Kaushik et al. (2020a) as our challenge data, enforcing a 50:50 class balance.

Out-of-domain Data We also evaluate our method on different out-of-domain datasets,
including Amazon reviews (Ni et al., 2019) from six genres: beauty, fashion, appliances,
gift cards, magazines, and software, a Yelp review dataset, and the Semeval-2017 Twitter
dataset (Rosenthal et al., 2017). These have all been sampled to provide a 50:50 label
split. The size of the training data has been kept the same for all methods, and the results
reported are the average from five runs to facilitate a direct comparison with baselines
(Kaushik et al., 2020a, 2021).

Financial PhraseBank Dataset The evaluation of financial sentiment analysis is based
on the Financial PhraseBank dataset collected by Malo et al. (2014). The Financial PhraseBank dataset is extracted from the Reuters TRC2 dataset. Financial Phrasebank consists of
4845 sentences from financial news, which are annotated by 16 labelers with background
in finance and business. The instances are labelled with three classes: Positive, Negative,
and Neutral. The annotators are asked to give labels with the intuition that how the sentence might affect the stock price movement of the company mentioned in the text. To
ensure the accuracy of the labels, we select the instances with 100% percentage agreement among all 16 annotators, which are counted for 2262 sentences filtered from all 4845
instances. We sort the dataset (i.e. financial news) in chronological order and split it
into mutually exclusive training/validation/testing sets in the ratio 7:1:2 (split refers to the
number of instances) to ensure that the future data will not be used for training.
The out-of-domain test is not considered in the task of financial sentiment analysis, since
the unique patterns of the financial sentiment data are hard to generalize to the common domains (IMDB movie review, Twitter data, etc.). The challenge data is also not considered
in this task, since we lack the human-generated counterfactual samples for the Financial
PhraseBank Dataset.
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State-of-the-art Models
SMART-RoBERTa (Jiang et al., 2020)
RoBERTa-Large (Liu et al., 2019)
RTC-attention (Zhang and Zhang, 2019)
Bi-LSTM

SST-2
97.5
96.7
90.3
86.7

IMDB
96.3
96.3
88.7
86.0

Table 8.1: The performance of state-of-the-art models in sentiment analysis.
Models

Parameter

SVM(TF-IDF)
Bi-LSTM
0.2M
Transformer-based Models
BERT
110M
WWM-BERT-Large 335M
XLNet-Large
340M
RoBERTa-Large
355M

Training / Testing data
O/O CF/O CF/CF O/CF
80.0 58.3 91.2
51.0
79.3 62.5 89.1
55.7
87.4
91.2
95.3
93.4

80.4
86.9
90.8
91.6

90.8
96.9
98.0
96.9

82.2
93.0
93.9
93.0

Table 8.2: The accuracy of various models for sentiment analysis using the humangenerated counterfactual data.

8.4.2

Results

First, we conduct a systematic comparison of several different state-of-the-art models
(Wang and Culotta, 2021). This reveals how large Transformer-based models (Vaswani
et al., 2017) with larger parameter sizes may improve the resilience of machine learning
models. Specifically, we have found that for increasing parameter spaces, CAD’s performance benefit tends to decrease, regardless of whether CAD is controlled manually or
automatically. Second, we introduce a novel masked language model for helping improve
the fluency and grammar correctness of the generated CAD. Third, we add a fine-tuned
model as a discriminator for automatically evaluating the edit-distance, using data generated with minimal and fluent edits (same requirements for human annotators in Kaushik
et al. (2020a)) to ensure the quality of generated counterfactuals. A detailed ablation study
further clarifies the relative contributions of each part in the methodology to the prediction
accuracy. Experimental results show that our method leads to significant prediction benefits using both hold-out tests and generalization tests over sentiment analysis and financial
sentiment analysis tasks.

Sentiment Analysis We first describe the performance of the current state-of-the-art
methods on sentiment analysis based on the SST-2 and IMDB benchmark datasets. Next,
we will discuss the performance benefits by using our automatically generated counterfactuals on an in-domain test. We further compare our method, human-label method, and
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Models

Parameter

SVM(TF-IDF)
Bi-LSTM
0.2M
Transformer-based Models
BERT [ICLR,2021] 110M
WWM-BERT-Large 335M
XLNet-Large
340M
RoBERTa-Large
355M

AC: (Our method)
C/O AC/O C/CF AC/CF
83.7 84.8
87.3 86.1
81.5 82.2
92.0 88.5
88.5
91.0
93.9
93.6

90.6
91.8
94.9
94.1

95.1
95.3
96.9
96.7

92.2
94.1
95.5
94.3

Table 8.3: The accuracy of various models for sentiment analysis using the counterfactual
samples generated by our pipeline.
Original Samples
Nolan’s film...superb
directing skills (POS)
It’s a poor film, but I
must give it to the lead
actress in this one (NEG)

Original
superb:0.213
film:0.446
Nolan:0.028
poor:-0.551
film:-0.257
actress:-0.02

Robust
0.627
0.019
0.029
-0.999
-7e-7
-1e-6

Table 8.4: Less sensitivity to spurious patterns has been shown in the robust BERT-baseuncased model.
two state-of-the-art style-transfer methods (Sudhakar et al., 2019; Madaan et al., 2020)
in terms of the model robustness on generalization test. Notably, we provide an ablation
study lastly to discuss the influence of edit-distance for performance benefits.

State-of-the-art Models As the human-generated counterfactuals (Kaushik et al.,
2020a) are sampled from Maas et al. (2011), the results in Table 8.1 cannot be directly
compared with Table 8.2 3 . As shown in Table 8.1, by comparing BiLSTM to Transformerbase methods, it can be seen that remarkable advances in sentiment analysis have been
achieved in recent years. On SST-2, SMART-RoBERTa (Jiang et al., 2020) outperforms
Bi-LSTM by 10.8% (97.5% vs. 86.7%) accuracy, where a similar improvement is observed on IMDB (96.3% vs. 86.0%).
According to the results, we select the following models for our experiments, which covers a spectrum of statistical, neural and pre-trained neural methods: SVM (Suykens and
Vandewalle, 1999), Bi-LSTM (Graves and Schmidhuber, 2005), BERT-Base (Devlin et al.,
2018), RoBERTa-Large (Liu et al., 2019), and XLNet-Large (Yang et al., 2019b). The
SVM model for sentiment analysis is from scikit-learn and uses TF-IDF (Term Frequency3
We can only get the human-generated counterfactual examples (Kaushik et al., 2020a) sampled from
the IMDB dataset.
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Inverse Document Frequency) scores, while the Transformer-based models are built based
on the Pytorch-Transformer package 4 . We keep the prediction models the same as
Kaushik et al. (2020a), except for Naive Bayes, which has been abandoned due to its
high-variance performance shown in our experiments.
In the following experiments, we only care about whether the robustness of models has
been improved when training on the augmented dataset (original data & CAD). Different
counterfactual examples have been generated for different models in terms of their own
causal terms in practice, while the hyper-parameters for different prediction models are all
identified using a grid search conducted over the validation set.

8.4.3

Discusssion

On the Influence of Spurious Patterns. As shown in Table 8.2 and Table 8.3, O denotes the original IMDB review dataset, CF represents the human-revised counterfactual
samples, C denotes the combined dataset consisting of original and human-revised dataset,
and AC denotes the original dataset combined with automatically generated counterfactuals. C and AC contain the same size of training samples (3.4K). We find that the linear
model (SVM) trained on the original and challenge (human-generated counterfactuals)
data can achieve 80% and 91.2% accuracy testing on the IID hold-out data, respectively.
However, the accuracy of the SVM model trained on the original set when testing on the
challenge data drops dramatically (91.2% vs. 51%), and vice versa (80% vs. 58.3%).
Similar findings were reported by Kaushik et al. (2020a), where a similar pattern was
observed in the Bi-LSTM model and BERT-base model. This provides further evidence
supporting the idea that the spurious association in machine learning models is harmful to
the performance on the challenge set for sentiment analysis.
On the Benefits of Robust BERT. As shown in Table 8.3, we also test whether the sensitivity to spurious patterns has been eliminated in the robust BERT model. We notice that
the correlations of the real causal association “superb” and “poor” are improved from
0.213 to 0.627 and -0.551 to -0.999, respectively. While the correlation of spurious association “film” is decreased from 0.446 to 0.019 and -0.257 to -7e-7 on positive and the
negative samples, respectively. This shows that the model trained with our CAD data does
provide robustness against spurious patterns.
On the Influence of Model Size. Previous works (Kaushik et al., 2021; Wang and Culotta, 2021) have not investigated the performance benefits on larger pre-trained models.
While we further conduct experiments on various Transformer-based models with different
parameter sizes to explore whether the larger transformer-based models can still enjoy the
4

https://github.com/huggingface/pytorch-transformers
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Out-of-domain Test using
Different Training Data
SVM BERT
Accuracy on Amazon Reviews
Orig & CAD (Our Method) (3.4k) 78.6 84.7
Orig & CAD (By Human) (3.4k)
79.3 83.3
Orig. & (Sudhakar et al., 2019)
64.0 77.2
Orig. & (Madaan et al., 2020)
74.3 71.3
Orig. (3.4k)
74.5 80.0
Accuracy on Semeval 2017 Task B (Twitter)
Orig & CAD (Our Method) (3.4k) 69.7 83.8
Orig & CAD (By Human) (3.4k)
66.8 82.8
Orig. & (Sudhakar et al., 2019)
59.4 72.5
Orig. & (Madaan et al., 2020)
62.8 79.3
Orig. (3.4k)
63.1 72.6
Accuracy on Yelp Reviews
Orig & CAD (Our Method) (3.4k) 85.5 87.9
Orig & CAD (By Human) (3.4k)
85.6 86.6
Orig. & (Sudhakar et al., 2019)
69.4 84.5
Orig. & (Madaan et al., 2020)
81.3 78.8
Orig. (3.4k)
81.9 84.3
Table 8.5: Out-of-domain test accuracy of SVM and BERT-base-uncased models trained
on the original (Orig.) IMDB review only, Counterfactually Augmented Data (CAD) combining with original data, and sentiment-flipped style-transfer examples.
performance benefits of CAD (Table 8.3). We observe that although the test result can increase with the parameter size increasing (best for 94.9% using XLNet), the performance
benefits brought by human-generated CAD and the auto-generated CAD declines continuously with the parameter size increase. For example, the BERT-base-uncased model
trained on the auto-generated combined dataset can receive 3.2% (90.6% vs. 87.4%) improvement on accuracy while performance increases only 0.6% (91.8% vs. 91.2%) on
accuracy for WWM-BERT-Large. It suggests that larger pre-trained Transformer models
may be less sensitive to spurious patterns.

Comparison with Human CAD Robustness in the In-domain Test. We can see that
all of the models trained on automatic CAD – shown as AC in the Table 8.3 – can outperform the human-generated CAD varying with the models (AC/O vs. C/O) as follows:
SVM (+1.1%), Bi-LSTM (+0.7%), BERT-base-uncased (+2.1%), BERT-Large (+0.8%),
XLNet-Large (+1.0%), and RoBERTa-Large (+0.5%) when testing on the original data. If
we adopt the automatic CAD (AC), we note a distinct improvement in Table 8.3 across
all models trained on the challenge data in terms of 11.3% in average (AC/O vs. CF/O),
whereas the human-generated CAD can achieve 10.2% accuracy improvement (C/O vs.
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Training Data
BERT-base-uncased
Orig. & CAD ↑ (3.4K)
Orig. & CAD ↓ (3.4K)
Orig. (1.7K)

IMDB
Orig.
90.6
87.1
87.4

Out-of-domain Test
Amazon Twitter Yelp
84.7
83.8
87.9
79.5
73.8
79.0
80.0
72.6
84.3

Table 8.6: Ablation study on the influence of the edit-distance controlled by the threshold
of MoverScore. ↑ indicates the CAD (1.7K) above the threshold, while ↓ denotes the CAD
(1.7K) below the threshold.
CF/O) in average. It is noteworthy that the human-generated CAD can slightly outperform our method when testing on the human-generated (CF) data, it may be because the
training and test sets of the human-generated (CF) data are generated by the same group
of labelers.
Robustness in the Generalization Test. We explore how our approach makes prediction models more robust out-of-domain in Table 8.4. For direct comparison between
our method and the human-generated method, we adopt the fine-tuned BERT-base model
trained with the augmented dataset (original & automatically revised data). The fine-tuned
model is directly tested for out-of-domain data without any adjustment. As shown in Table
8.5, only our method and the human-label method can outperform the BERT model trained
on the original data with average 6.5% and 5.3% accuracy improvements, respectively.
Our method also offers performance benefits over three datasets even when compared to
the human-label method on BERT.
Neural Method vs. Statistical Method. As shown in Table 8.5, the performance of the
SVM model with automatic CAD is more robust than other automated methods (Sudhakar
et al., 2019; Madaan et al., 2020) across all datasets. However, the human-labeled CAD
can improve Amazon reviews’ accuracy compared to our method using the SVM model
by 0.7%. It indicates that human-generated data may lead to more performance benefits
on a statistical model.

Automatic CAD vs. Style-transfer Methods. As shown in Table 8.5, the style-transfer
results are consistent with Kaushik et al. (2021). We find that the sentiment-flipped instances generated by style-transfer methods degrade the test accuracy for all models on all
kinds of datasets, whereas our method has achieved the best performance for all settings.
It suggests that our method have its absolute advantage for data augmentation in sentiment
analysis when compared to the state-of-the-art style-transfer models.
Our Methods vs. Implausible CAD. The authors of the only existing approach for automatically generating CAD (Wang and Culotta, 2021) report that their methods are not able
to match the performance of human-generated CAD. Our methods consistently outperform
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Types of Algorithms

Examples
Ori: Some films just simply should not be remade. This is
one of them. In and of itself it is not a bad film.
Rev: Some films just simply should be remade. This is one
of them. In and of itself it is a bad film.

Hierarchical RM-CT:
Remove negative limitations Ori: The message dechifered was contrary to the whole
story. It just does not mesh.
Rev: The message dechifered was contrary to the whole
story. It just does mesh.
Ori: One would expect a movie with a famous comedian in
the lead role, to be a funny movie. This is not the case here.
Rev: One would expect a movie with a famous comedian in
the lead role, to be a funny movie. This is the case here.
Ori: It is badly directed, badly acted and boring.
Rev: It is well directed, well acted and entertaining.
Ori: This is a great movie. I love it more each time i watch.
Rev: This is a bad movie. I hate it more each time i watch.
Hierarchical REP-CT:
Replacing the causal terms

Combined method:

Ori: I like the cast pretty much however the story sort of
unfolds rather slowly. Danny Glover does a good job making
you wonder if he’s the bad guy.
Rev: I like the cast pretty much however the story sort of
unfolds rather nicely. Danny Glover does a good job making
you wonder if he’s the right guy.
Ori: This movie is so bad, it can only be compared to the
all-time worst “comedy”: Police Academy 7. No laughs
throughout the movie.
Rev: This movie is so good, it can only be compared to
the all-time best “comedy”: Police Academy 7. Laughs
throughout the movie.

Table 8.7: Most prominent categories of edits for flipping the sentiment performed by our
algorithms, namely hierarchical RM-CT and hierarchical REP-CT.

human-labeled methods on both In-domain and Out-of-domain tests. To further provide
quantitative evidence of the influence of the edit-distance in automatic CAD, we demonstrate an ablation study in Table 8.6. The result shows that the quality of the generated
CAD, which is ignored in the previous work Wang and Culotta (2021), is crucial when
training the robust classifiers. In particular, the BERT model fine-tuned with implausible
CAD (below the threshold) can receive comparable negative results with the style-transfer
samples, alongside the performance decrease on all datasets, except for Twitter.
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Types of Algorithms

Implausible Examples
Ori: This is one of the worst movies I saw! Good actors, but
extremely bad screenplay and dialogues..
Rev: This is one of the famous movies I saw! Good actors,
but extremely good screenplay and dialogues.

Improper handling of
the inflection

Implausible Generation

Ori: I’m sorry, I had high hopes for this movie. Unfortunately, it was too long, too thin and too weak to hold my
attention.
Rev: I’m glad, I had high hopes for this movie. Unfortunately, it was too long, too thin and too beautiful to hold my
attention.

Ori: That makes this movie a waste of time and money.
Rev: That makes this movie a miracle of time and money.
Ori: The production was so cheap and nasty.
Rev: The production was so easy and fast.

Table 8.8: Most prominent categories of wrong edits for generating plausible CAD using
our approach.

Case Study and Limitations The three most popular kinds of edits are shown in Table
8.7. These are, negation words removal, sentiment words replacement, and the combination of these. It can be observed from these examples that we ensure the edits on original
samples should be minimal and fluent as was required previously with human-annotated
counterfactuals (Kaushik et al., 2020a). We flipped the model’s prediction by replacing
the causal terms in the phrase “badly directed, badly acted and boring” to “well directed,
well acted and entertaining”, or removing “No laughs throughout the movie.” to “Laughs
throughout the movie” for a movie review.
We showed the most prominent categories of wrong edits made by our algorithm in Table
8.8, namely improper handling of the inflection words and implausible generations. As
shown in the first category of the popular implausible examples, the limitations of our algorithm make it difficult to smoothly modify such movie reviews with transitions. Meanwhile, we observed from the second category that the selection of adjective tokens by
REP-CT needs to be improved in terms of the plausibility. Besides, we also noticed that
our method may face the challenge when handling more complex reviews. For example,
the sentence “Watch this only if someone has a gun to your head ... maybe.” is an apparent
negative review for a human. However, our algorithm is hard to flip the sentiment of such
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Models (Original Data) Paramter
SVM (TF-IDF)
LSTM
0.1M
LSTM (ELMO)
0.2M
Transformer-based Models
BERT-base-uncased
110M
WWM-BERT-Large
335M
XLNet-Large
340M
RoBERTa-Large
355M

Acc
0.76
0.81
0.84

Macro F1
0.72
0.74
0.77

0.95
0.96
0.97
0.98

0.91
0.94
0.96
0.97

Table 8.9: The results of various models for the financial sentiment analysis using the
original dataset.
Models (Orig.&CAD) Paramter
SVM (TF-IDF)
LSTM
0.1M
LSTM (ELMO)
0.2M
Transformer-based Models
BERT-base-uncased
110M
WWM-BERT-Large
335M
XLNet-Large
340M
RoBERTa-Large
355M

Acc
0.81
0.83
0.89

Macro F1
0.76
0.77
0.84

0.97
0.97
0.97
0.98

0.94
0.96
0.96
0.97

Table 8.10: The in-domain evaluation results of various models trained on the augmented
training data for the financial sentiment analysis .
reviews with no explicit casual terms. The technique on sarcasm and irony detection may
have benefits for dealing with this challenge.

Financial Sentiment Analysis Unlike sentiment analysis task, which only contains two
polarities of labels, we shape the task of financial sentiment analysis as a triple classification problem. For generating augmented data for the triple classification problem, we keep
the methodology the same with the sentiment analysis for positive and negative examples.
Whereas we only adopt synonym substitutions for the neutral instances. We show that our
approach works well beyond the binary classification.

In-domain Test Results We show the results of financial sentiment analysis using the
original dataset and our generated CAD in Table 8.9 and Table 8.10 respectively. From
the comparison between the Table 8.9 and Table 8.10, we have found that our method
can improve the accuracy of the in-domain test over all models, especially for the nontransformer models: 0.76 vs. 0.81 for SVM; 0.81 vs. 0.83 for LSTM; and 0.84 vs. 0.89
for LSTM feeding with ELMO embeddings. Since the transformer-based models have
been able to achieve relatively very high accuracy (from 0.96 to 0.98) based on the original
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Training Data
Avg. Acc Avg. F1
Orig. (1.6k)
0.89
0.86
Orig. & Adv.
0.90
0.87
Orig. & RM-CT 0.91
0.88
Orig. & REP-CT 0.90
0.86
Orig. & CAD
0.92
0.89
Table 8.11: The ablation study of the financial sentiment analysis using different training
data. Avg. Acc and Avg. F1 indicate the average results over seven prediction models.
dataset, our method provides a slight improvement for the large-scale transformer-based
methods ( 1% improvement in average).

Abalation Study To further provide quantitative evidence of the influence of each part
of the augmented data in the financial sentiment analysis, we illustrate an ablation study
in Table 8.11. The Orig. indicates the original dataset, while Adv. means the generated
adversarial dataset. The RM-CT and REP-CT are our primary method to generate counterfactual examples automatically. The result shows that each part of our CAD all contributes
to the benefits of prediction accuracy. Meanwhile, we have found that the original dataset
with counterfactuals generated by the RM-CT achieves the largest improvement in terms
of the accuracy and the Macro F1 among three different methods. The result may provide
a evidence that RM-CT is the most likely way to remove the threaten of spurious patterns.

Case Study As shown in the Table 8.12, we demonstrate four most popular kinds of edits for generating the counterfactual examples in the task of financial sentiment analysis.
They belong to the three primary types of algorithms, Hierarchical REP-CT, RM-CT, and
Synonym Substitutions. It can be observed from these examples that we ensure the edits on
original samples should be plausible and minimal as was expected when we designed the
algorithms for automatically generating CAD. The sentiment of the first three examples
has been flipped, while the last example keep the originally neutral sentiment. We also
found that our approach had some drawbacks in understanding the examples that contained specialized economic words. The professional economic dictionaries created by the
domain expert may have benefits for dealing with this drawback.

8.5

Conclusion

We proposed a new framework to automatically generate counterfactually augmented data
(CAD) for improving the robustness and transparency of prediction models, which are the
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Examples
Ori: The fair value of the property portfolio doubled as a result of the Kapiteeli acquisition and totalled EUR 2,686,259
Hierarchical REP-CT:
million.
Replace the Multiple
Rev: The fair value of the property portfolio doubled as a
result of the Kapiteeli acquisition and totalled EUR 2,686,259
million.
Ori: Last year, 8.3 million passengers flew the airline, down 4
Hierarchical REP-CT:
percent from 2007.
Replace the Verb
Rev: Last year, 8.3 million passengers flew the airline, rise 4
percent from 2007.
Ori: Cash flow from operations totalled EUR 7.4 mn, compared to a negative EUR 68.6 mn in the second quarter of
Hierarchical RM-CT:
2008.
Remove the Negative Sign Rev: Cash flow from operations totalled EUR 7.4 mn, compared to a EUR 68.6 mn in the second quarter of 2008.
Ori: Established in 1987, the SRV Group is a private Finnish
construction concern with operations in Finland, the Baltic
countries and Russia.
Synonym Substitutions:
Rev: Established in 1987, the SRV Group is a private Chinese
construction concern with operations in China, the Baltic
countries and US.

Table 8.12: Most prominent categories of edits for flipping the sentiment of the financial
news.

primary limitations of the current deep learning approaches in finance. We have conducted the experiments on two similar but different tasks: common and financial sentiment
analysis. Our experimental results show that we can produce more robust classifiers for
both tasks by combining the automatically generated CAD with the original training data.
We further demonstrate that our methods can achieve better performance even when compared to models trained with human-generated counterfactuals. More importantly, our
evaluation based on several datasets has demonstrated that models trained on the augmented data (original & automatic CAD) appear to be less affected by spurious patterns and
generalize better to out-of-domain data. The result suggests a significant opportunity to
explore the use of the CAD in a range of fundamental NLP tasks (e.g., natural language
inference, natural language understanding, and social bias correction.).
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CHAPTER

NINE

Conclusion
This thesis made vital contributions to specific areas of deep learning-based financial analysis: stock price movement prediction (§3), stock return forecasting (§4), volatility forecasting (§5), trading strategies construction (§6), counterfactual explanations in finance
(§7), and counterfactuals for data augmentation (§8). Our models gave state-of-the-art accuracy for each of these problems, demonstrating the advantage of using novel explainable
deep learning-based approaches when analyzing the financial markets.

9.1

Summary of Findings

This dissertation investigated the hypothesis that deep neural approaches can learn valuable cues from the relevant unstructured data to benefit the financial analysis, including
text information and even audio recordings. We presented several techniques for different
financial analysis scenarios and evaluated them on the benchmark datasets. In this section,
we will recapitulate how our methods addressed the desiderata from three parts that we
indicated initially in Chapter 1 and summarize our findings.

9.1.1

Using Unstructured Data for Stock Prediction

We contributed two deep learning models for predicting the stock price movement and
forecasting the stock return based on textual data and Google Search Trend data, respectively. Different from the previous works that only focused on improving the in-domain
accuracy of their methods, we paid more attention to the explainable of our models and
made sure that our methods did not break the principle of formal financial studies.
We presented a pre-hoc, attention-based explainable model in Chapter 3 and a post-hoc,
counterfactual explanation generation framework in Chapter 6. We reviewed the existing
literature on XAI in Section 2.3. Most current approaches adopt the existing XAI methods
129

to analyze the feature-based financial data rather than adjust methods for the specific financial dataset. Differently, we were the first to introduce the counterfactual explanation for
the financial text classification problem and modify the deep learning methods to be more
robust to financial data (§6). In addition, we leveraged the knowledge graph combining
with the attention weights to enhance the explanations of the stock movement prediction
(§3).
We found that many current deep learning approaches reinvent the wheel, replacing classical logic regression approaches with a more potent deep learning approach while ignoring plenty of the domain knowledge stored in previous economic studies. We equipped
our models with a classical financial index to bridge the gap between the deep learning
research and financial forecast in Section 4, where the FEARs index calculated by the
Google Trend data will be combined with the semantic information stored in the pretrained language models before feeding into the model. We evaluated our methods on the
weekly stock return regression task, and our results outperformed the traditional FEARs
index to a large extent in terms of the lower mean square error.

9.1.2

Multi-modal Earnings Call Data for Financial Forecasting

We overcame the natural limitations of Transformer-based methods when dealing with the
long sequence beyond 512 tokens by introducing a novel hierarchical transformer model,
which is suitable for any NLP tasks, not only limited to financial analysis. The proposed
model can effectively transform the long document modeling problem from impossible to
possible by calculating the sentence-level semantics of multi-modal earnings call data.
The multi-modal multi-task learning framework aims to be as flexible as possible to share
beneficial financial information for financial forecasting tasks. We tried to add auxiliary
tasks into the prediction layer to improve the performance of the main task in different financial forecasting problems. We experimented on the real-world, multi-modal, earnings
conference call data through two tasks: financial risk prediction – forecasting n-day volatility and single day volatility simultaneously – and building trading strategies – predicting
stock return financial risk simultaneously. We observed promising improvements on both
tasks (§5, 6) compared to the previous state-of-the-art methods.

9.1.3

Counterfactuals for Explanation and Data Augmentation

We were the first to generate counterfactual explanations for financial text classification
problems. In particular, we collected and processed the mergers and acquisitions prediction (Yang et al., 2020a) data. In order to improve the explainability and robustness of
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current language models, we implemented the prediction models with adversarial training.
We provided a plausible counterfactual explanation for each testing instance (§7).
First, we uncovered a worrisome problem called “spurious patterns” between input and
output. In particular, we showed that the accuracy of a statistical NLP system drops significantly when the testing data is in a different domain or genre from the training data.
Then, we proved that the resulting counterfactual explanations are effective for use as data
augmentations to alleviate this problem. We experimented with using counterfactually
augmented data to robust the classification models for (financial) sentiment analysis and
observed moderate improvements on both in-domain and out-of-domain tests.

9.2

Limitations and Future Directions

In this section, we will give an outlook into the future for deep learning-based financial
analysis. Training from a blank slate deprives current models of experience and the ability
to interpret context. Ultimately, in order to equip our models with enough robustness and
generalizable ability, we conclude several promising directions to be investigated.
First, we demonstrate the current trend of shifting the short-form data resource to the longform data. Then, we will demonstrate the drawbacks of current methods for effective long
document modeling. Finally, we list some possible directions for building interpretable
methods and improving human trust. Specifically, we illustrate the importance of robustness to out-of-distribution (OOD) data in the financial domain.

9.2.1

Effective Long Document Modeling

Short text data has been discussed popularly because of the advantages that posts in social
media have its corresponding release time, and the concise input makes it easy to analyze
the investors’ sentiment. However, the traditional literature in economist (Elliott, 1998)
believes that long financial documents, like corporate disclosures and financial reports,
are better-structured and more reliable sources. Long-form financial documents are gaining increased attention in recent years. Examples include 10K/10Q reports leveraged by
(Araci, 2019) and the efficiency of earnings conference calls when predicting the future
reported by a series of works (Qin and Yang, 2019; Ye et al., 2020; Yang et al., 2020b).
The explosion of long-form textual information is a major challenge for financial market
participants, many of whom worry about overlooking the information. We discussed the
potential challenges and opportunities for processing large volumes of long-form financial
documents in Chapter 5. Recently there are some related works on adapting Transformers
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for long text modeling (Child et al., 2019; Dai et al., 2019; Kitaev et al., 2020; Beltagy
et al., 2020; Qiu et al., 2019; Rae et al., 2019; Roy et al., 2021). The long context into
smaller sequences that fall within the typical 512 token limits of BERT-style pre-trained
models. Such partitioning could result in loss of important cross-partition information, and
to mitigate this problem, existing methods often rely on complex architectures to address
such interactions.
The Longformer (Beltagy et al., 2020), and Reformer (Kitaev et al., 2020) can build contextual representations of the entire context using multiple layers of attention, reducing the
need for task-specific architectures. Similarly, (Zhang and Zhang, 2019) proposed the HiBERT model for a document summarizing, and it can be pre-trained using unlabeled data.
In addition, a more straightforward hierarchical transformer model for processing the longform document has been adopted in Yang et al. (2020b). Our work (Yang et al., 2020b)
provides a starting point to explore the forecasting ability of language models based on the
long-form document. After that, more long sentences Transformers methods have been
presented. For instance, Yang et al. (2020c) proposed a similar Transformer-based hierarchical encoder for long-form document matching. To increase the compute efficiency
and parameter-efficiency of the pre-trained language models without sacrificing their accuracy, researchers also presented several variants of Transformers, including Longformer
(Beltagy et al., 2020); Reformer (Kitaev et al., 2020); and Electra (Clark et al., 2020), reducing its complexity. In the future, we have to compress the large-scale language models
further and accelerate the training process to meet real needs in real-world scenarios.

9.2.2

Interpretable Methods

In recent years, large-scale, pre-trained transformer models have led to massive improvements in financial technology applications (Duan et al., 2018; Xing et al., 2019; Yang
et al., 2020b). However, the model’s impressive ability coincides with an inherent lack
of robustness and transparency, undermining human trust and could not convince users to
decide the prediction outcome. In the highly sensitive – and financially lucrative – area of
FinTech, the explainable deep learning-based methods remains an open and highly alluring
question.
Clearly, financial market participants incorporate more than just quantitative data in their
decision models. However, as the finance literature seeks to harness the full potential of
the NLP toolkit, researchers must proceed with caution to ensure methods are applied
transparently to study economically important questions.
Some previous efforts have focused on either incorporating pre-hoc analysis into the experimental design (Brunner et al., 2020) or developing post-hoc analysis algorithms to select
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or modify particular instances of the dataset to explain the behavior of models (Keane and
Smyth, 2020). A recent research (Grimsley et al., 2020) shows that the commonly used
transformer model could not be perfectly explained from its intrinsic architecture, and another work (Brunner et al., 2020) provides strong evidence that self-attention distributions
are not directly interpretable. For this reason, model-agnostic, post-hoc explanation methods have come to the fore among these works for explaining to text classifiers as they are
easy to understand and do not require access to the data or the model.
Towards post-hoc explanation in NLP tasks, the last lines of visualization-based works
cannot provide the clear boundaries between the positive and negative instances to humans, whereas the counterfactuals could provide a human-like logic to show the difference in the input that makes a difference in the output (Byrne, 2019). Hence, the post-hoc,
example-based explanation methods have received more and more attention in these years.
The counterfactual explanation is typical for using example-based explanation methods
without opening the “black-box” models. For textual analysis in economics, the generation of post-hoc counterfactual explanations has gained more and more attention in these
years.
In the future, we aim to develop the next-generation interpretable framework in a post-hoc
manner for better incorporating NLP methods in the traditional financial decision-making
process. To achieve this goal, we will gradually conduct experiments as follows:
1. Develop a novel contextual decomposition framework based on advanced NLP models to generate human-friendly explanations on multiple granular to financial market
participants.
2. Construct a dedicated dictionary for improving the interpretability and replicability
of NLP methods.
3. Experiments with a large-scale human evaluation are urgently needed to verify the
potential improvement in interpretability and replicability of deep neural networks
when predicting future stock markets and even the possible fraudulent management
activities.
On the other hand, for deploying the deep neural approaches for financial analysis in realworld scenarios, the next-generation interpretable methods also should be more robust to
OOD data.
Current deep neural methods for financial analysis are easily trapped in a trap of “spurious
patterns”. A very recent work (Lewis et al., 2020) argues that such superhuman results
should be carefully treated due to the training-testing overlap existing in benchmark datasets. Specifically, current statistical deep learning models can outperform the human per133

formance when testing on the Leaderboard with several benchmark datasets but may not
perform well once feeding with the real-world OOD data. With the development of deep
learning research, researchers become more conscious of the brittleness of our current
methods and hope that future works can pay more attention to make them more robust. To
test robustness, evaluations on out-of-domain data (Yang et al., 2021) will become more
popular. In addition, to evaluate the generalized ability of deep neural approaches for financial analysis tasks, we need to put more effort into making better evaluation checklists
rather than focusing on simple accuracy.

9.2.3

Evaluations

Current deep learning-based financial applications lack real-time or online evaluations.
Meanwhile, good financial applications need to be constantly renewed and adapted to new
environments in order to maintain an edge in the fast-changing stock market. For this
reason, it will be essential to use real-time evaluation to test whether our approaches can
have good adaptability for monitoring the fast-changing stock market.
Besides, we hope that when new datasets are created, in addition to a classical hold-out
test set, dedicated adversarial examples and OOD data should become common practice
for use as the robust evaluation of deep neural networks. Very recent works (Sheng et al.,
2021; Kiela et al., 2021) have already realized this problem and proposed a so-called “datain-the-loop” method to construct datasets. This change aims to test whether deep neural
models after training can truly generalize.
Ultimately, in order to construct an inclusive and green finance system and make up for
the information gap between personal investors and financial institutes, we need to rely
on true natural language understanding. To achieve this elusive goal, we have to equip
the deep neural approaches with as much financial knowledge and experience as possible.
Financial knowledge is not limited to ontologies but can also come from manually annotated datasets, concept-level knowledge bases, and dictionaries. Future work needs to be
done studying methods to incorporate more domain knowledge and causal thinking ideas
into the statistical deep learning models and helping models reduce the spurious reliance
on manually created training data.
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APPENDIX

A

Human Evaluation
This is a test of your ability to read and understand a short piece of text regarding company
mergers. In total, there are 10 pieces of text you must consider, with 2 questions for each
piece of text. The text is a news article which discusses whether two companies will merge
(i.e., one company “acquires” or “buys” the other and forms one larger company).

A.1

Instruction

The test will be as follows:
1. Before you start the test, you will read 2 examples for practice. One is an example of
an acquisition which was successfully completed while the other was just a rumour
(i.e., one positive and negative example).
2. You will then be shown 10 successive text items, with two questions for each. For
each text item, the Deal Type (the company possibly being bought, merged, IPO,
buy-out and so on) and the Deal Editorial (the news article before announcement)
are given to you.
3. Give your confidence in the prediction, measured on a scale of 1-5.
4. Please DO NOT search any information online when you are doing the test.
5. The test will take approximately 25 mins.
The questions are as follows:
1. Make a judgement whether the Deal was completed (Yes) or not (No) by ticking the
choice based on you answer. A third option (Replace) is also available, which you
should only use if you are already familiar with the outcome of the deal, then please
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replace it with a different instance from the candidate set given to you and input the
id of new instance.
2. You will then be shown 10 successive text items, with two questions for each. For
each text item, the Deal Type (the company possibly being bought, merged, IPO,
buy-out and so on) and the Deal Editorial (the news article before announcement)
are given to you.

A.2

Sample Question

Deal Type: Planned IPO unknown stake.
Deal Editorial:
China’s largest co-working space provider Ucommune is gearing up for an initial public
offering (IPO) in the US next year worth between USD 100.00 million and USD 200.00
million, Bloomberg reported. Sources with knowledge of the matter told the news provider
the provider of long-term leasing, hot desk and corporate-customisation options and professional services is in the early stages of preparing to list. As such, plans could change,
especially considering a target timeframe of the third quarter of 2018 was put back due
to market turbulence prompted by the US-China trade spat. Zhang Dongni, a spokeswoman for the company, declined to comment when contacted by Bloomberg for clarification
on the proposal that could go some way towards bringing in some much-needed capital.
Established in 2015, Ucommune is present in 200 locations in 37 cities, including Singapore, New York, Beijing, Taipei, Hong Kong and Shanghai, that cater to more than 10,000
enterprises. In an interview with Bloomberg in August 2018, founder Mao Daqing, an
architect by training, said the shared space provider wants to have 300 locations across
China within the next two to three years. Just three months later, Ucommune completed
a series D round of funding worth USD 200.00 million that valued the startup at USD
3.00 billion. The report comes US rival WeWork prepares for its own listing in the country, after confidentially filing for a float with the Securities and Exchange Commission in
December. Zephyr, the M&A database published by Bureau van Dijk, shows the US stock
markets continue to attract overseas companies, particularly Chinese businesses that list in
the region via an offshore vehicle. IPO hopefuls, and those that have already listed, include
coffee chain Luckin Coffee, So-Young, Wanda Sports Group and DouYu International.
Question 1: Do you think this deal will success? (mark with X)
Yes

No
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Replace

Question 2: How certain are you of your answer?
Extremely
Uncertain
1

A.3

Uncertain

Neutral

Certain

2

3

4

Extremely
Certain
5

Candidate Set (Only Used for Replacement)

Deal Type: Acquisition 100%.
Deal Editorial: Shares in GreenSky tanked in trading yesterday on news the financial
technology company missed analyst estimates for earnings in the second quarter of 2019
and is pulling the trigger on a strategy review. The Atlanta-headquartered business, which
partners with banks to originate loans and with home improvement contractors, merchants
and retailers for point-of-sale financing, has hired FTP Securities and JPMorgan as advisors. Chairman and chief executive David Zalik said the company decided to look into
options as its current worth in the market does not reflect a “strong record of cash flow generation and intrinsic value”. There is no more information regarding the review - often code
for a sale - and there is no certainty an exploration of strategic alternatives would result
in a change of business direction. Furthermore, “as the company evaluates its alternatives,
it is suspending financial guidance, and investors should not rely on its previously issued
guidance”. GreenSky has nearly 17,000 active merchants and providers on its platform
and has facilitated over USD 19.00 billion in point-of-sale financing for over 2.60 million
consumers since inception. The group’s bank partner network is robust with aggregate
funding commitments of USD 11.90 billion, of which USD 4.00 billion were unused, at
30th June 2019. It has deployed more than USD 146.00 million to repurchase shares over
the past eight months and it had over USD 209.00 million of unrestricted cash on hand at
the end of June. GreenSky had net profit of USD 46.59 million in the six months to 30th
June 2019, down from USD 59.42 million in H1 2018.
Question 1: Do you think this deal will success? (mark with X)
Yes

No

Replace

Question 2: How certain are you of your answer?
Extremely
Uncertain
1

Uncertain

Neutral

Certain

2

3

4
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Extremely
Certain
5
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